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Abstract

In this project I measured the performance of SIP proxy server, sipd, in various load-sharing configuration.

Introduction

Earlier results [1] show that single sipd server handles about 90 proxy requests per second on a dedicated Sun Netra XI, a 500 MHz UltraSPARC IIe with 128 MB of memory, running Solaris 2.9. To get higher performance, multiple sipd servers can be used in a two-stage load sharing architecture [2]. In this project, I measured the performance of different number of sipd servers in first stage (stateless proxy using hash function) and second stage (proxy using user contact location) using SIPstone testing tool [3]. I also modified SIPstone test tool and sipd for my measurements.

Background

The testing is based on a two-stage scaling architecture, as shown in Figure 1. The first set of proxy servers perform stateless request routing to the particular second-stage cluster server. The second-stage server performs the actual request processing. This architecture can scale to any desired processing load and user population size. 

To test the sipd sever performance, we used SIPstone test suite. SIPstone is a benchmark for SIP proxy and redirect Servers (SIP Server). It performs a series of tests that generate the pre-configured workload. This workload is performed in a controlled IP telephony test bed that simulates the activities of multiple users initiating SIP calls.

Architecture

In the testing (Figure 1), load generator sends INVITE requests at a fixed rate to the stateless proxy, which is randomly selected from among a cluster. The stateless proxy then forwards each request to the appropriate stateful server, based on the hash value of user id. The stateful server forwards each request to appropriate call handler, which immediately responds with 180 Ringing and 200 OK messages. These are forwarded back to the load generator. Upon receiving the 200 OK message, the load generator sends an ACK message for the initial transaction and a BYE request for a new transaction through the same set of SIP servers. The BYE is similarly forwarded to the call handler, which again responds with 200 OK. A time limit of two seconds is imposed between the initial INVITE request and the receipt of the 200 OK response to the INVITE; if it is not received within that time, or if any other behavior occurs, the test is considered a failure.
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Figure 1
Program Documentation

1. Testing Environment

The testing runs on irtcluster. Each of the machines has Pentium4 3GHz CPU, on 800 MHz motherboard, with Redhat Linux (Fedora) and 1 GB of memory.

The communication was over 100base-T Ethernet connection. The network was lightly loaded.

The sipd server was compiled using the latest CVS CINEMA code as of Dec 1, 2004. Same with SIPstone. Main CVS branch (not the memory pool branch) was used for the test.

In the testing a single external MySQL database version 3.23.52 running on a different

machine is shared by all sipd instances. But this is not an issue because the Proxy 200 test mostly uses the in-memory cache of sipd.

2. Modified SIPstone

The SIPstone testing tool is modified to send requests to multiple proxies randomly. The configuration file for SIPstone contains a list of available proxies, as well as the number of proxies:

ServerCount


3

serverAddress0

128.59.19.154

serverAddress1

128.59.19.155

serverAddress2

128.59.19.156

In controller data and loader data, these server addresses and the number of servers are stored in:

int d_numberOfServer;

vector<string>d_serverAddressVec;

Subsequently, these servers are stored in loader data as:

vector<struct sockaddr_in>toVec;

Each time, a server is randomly chosen among all available servers:

int index = rand() % ldata->d_numberOfServer;

struct sockaddr_in &i_to = ldata->toVec[index];

3. Stateless Proxy

A new variable FastStateless is introduced in libsip/config.h to determine whether the sipd works as stateless proxy or stateful server. If FastStateless is set, the request will be forwarded to next step proxy server:

ret_status = client_stateless(r, next_hop, NULL);
which is chosen among a list of available servers based on the hash value of user id:

static const char * servers[] = {

    "128.59.19.161",

    "128.59.19.162",

    "128.59.19.163"

};

static int num_servers = sizeof(servers)/sizeof(char*);

int index; 

char *comparedName = r->p->URI.user;

uri_t *n = (uri_t *)calloc(1, sizeof(uri_t));

*n = URI_Copy(r->p->URI);

if(comparedName == NULL) {

    sip_addr_t to = SIP_To(r->p);

    comparedName = to.uri.user;

}

index = HashString(0, comparedName) % num_servers;

strassign(&n->host, servers[index]);

n->port = 5060;

Measurement

Several tests with different combination of the number of stateless proxies and the number of stateful servers have been performed.

Figure 2 is the testing result for one single stateful sipd server.
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Figure 2
Figure 3 is the testing result for one stateless proxy plus one stateful sipd server.
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Figure 3
Figure 4 is the testing result for one stateless proxy plus two stateful sipd servers.
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Figure 4
Figure 5 is the testing resulting result for two stateless proxies plus two stateful servers:
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Figure 5
Figure 6 is the testing result for three stateless proxies and three stateful servers:
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Figure 6

Conclusion and Future Work

Figure 7 is the comparison on success rates under different number of stateless proxies and stateful servers. From this figure we can see that: one stateful sipd server supports 110 (in p1 testing) ~ 160 (in s1p1 testing) requests / second; two stateful sipd servers support 240 (in s1p2 testing) ~ 250 (in s2p2 testing) requests /second; three stateful sipd servers support 330 (in s3p3 testing) requests /second. Basically it is what we expected, i.e., two stateful servers can handle two times as many requests as a single one; three stateful servers can handle three times as many requests as a single one.

Also, s1p2 (one stateless + two stateful) testing seems similar to s2p2 (two stateless + two stateful) testing. This is also what we expected, i.e., in relative low load, the stateless proxy should not be the bottleneck because all it needs to do is forward requests to appropriate stateful servers.
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Figure 7

There are several problems need to be addressed in future work, however:

1. Some glitches happen during the testing. For example, at request rate 40 in p1 testing; 110 in s1p1 testing; 110, 130, 200 in s1p2 testing; 210 in s2p2 testing; 150, 200, 230, 300 in s3p3 testing. The success rate drops drastically but then return to 98%, 99% or 100%.

2. In the testing, the performance of one stateless proxy plus one stateful server seems better than that of only one stateful server. The one-stateful-server testing was terminated when turnaround time exceeded 2-second limit on SIPstone.

3. Although our testing environment (3GHz P4 with 1GB of memory) is much better than previous work’s (500 MHz UltraSPARC IIe with 128 MB of memory), our p1 (single stateful server) testing behaves almost the same (110 vs 90 on success rate) as the previous. But if we consider the s1p1 (one stateless + one stateful) testing, then we have almost 80% (160 : 90) improvement.

4. The CPU usages depicted in above figures are averaged over "on" and "off" interval of SIPstone test, so they may not reflect the correct CPU utilization values. This also explains the spikes in CPU plot.

5. DNS NAPTR/SRV is not used. The SIPstone test tools should be modified to use NAPTR/SRV also if available for choosing the server.

6. More testing should be performed.

Let p = the number of stateful servers, s = the number of stateless proxies:

(p = 1)

(s = 1, p = 1)

(s = 1, p = 2), (s = 2, p = 2)

(s = 1, p = 3), (s = 2, p = 3), (s = 3, p = 3)

(s = 1, p = 4), (s = 2, p = 4), (s = 3, p = 4), (s = 4, p = 4)

(s = 1, p = 5), (s = 2, p = 5), (s = 3, p = 5), (s = 4, p = 5), (s = 5, p =5)
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