User Interface for Scalable Peer-to-Peer Look Up Service for Internet Telephony
Madhuri Shinde
mss2103@columbia.edu
Introduction

Chord is a distributed lookup protocol. It addresses the fundamental problem that confronts peer-to-peer applications - to efficiently locate the node that stores a particular data item.

Chord provides support for just one operation: given a key, it maps the key onto a node. Data location can be easily implemented on top of Chord by associating a key with each data item, and storing the key/data item pair at the node to which the key maps. Chord adapts efficiently as nodes join and leave the system, and can answer queries even if the system is continuously changing. Results from theoretical analysis, simulations, and experiments show that Chord is scalable, with communication cost and the state maintained by each node scaling logarithmically with the number of Chord nodes.
For further details about this system kindly refer to:

http://www.pdos.lcs.mit.edu/papers/chord:sigcomm01/chord_sigcomm.pdf
What are Peer-to-Peer Systems?
Peer-to-peer systems and applications are distributed systems without any centralized control or hierarchical organization, where the software running at each node is equivalent in functionality. A review of the features of recent peer-to-peer applications yields a long list: redundant storage, permanence, selection of nearby servers, anonymity, search, authentication, and hierarchical naming. Despite this rich set of features, the core operation in most peer-to-peer systems is efficient location of data items. 

Beside the above reference, another good reference to a Peer-to-Peer system is
http://www.hpl.hp.com/personal/Yasushi_Saito/tocs.ps which talks about Porcupine – A highly scalable cluster based mail service.
Chord Protocol
The Chord protocol supports just one operation: given a key, it maps the key onto a node. Depending on the application using Chord, that node might be responsible for storing a value associated with the key. Chord uses a variant of consistent hashing to assign keys to Chord nodes. Consistent hashing tends to balance load, since each node receives roughly the same number of keys, and involves relatively little movement of keys when nodes join and leave the system. Previous work on consistent hashing assumed that nodes were aware of most other nodes in the system, making it impractical to scale to large number of nodes. In contrast, each Chord node needs “routing” information about only a few other nodes. Because the routing table is distributed, a node resolves the hash function by communicating with a few other nodes. In the steady state, in an N-node system, each node maintains information only about O(log(N)) other nodes and resolves all look ups via messages to O(log N) other nodes. Chord maintains its routing information as nodes join and leave the system; with high probability each such event results in no more than O(log(N2)) messages.

Three features that distinguish Chord from many other peer-to-peer lookup protocols are its simplicity, provable correctness, and provable performance. Chord is simple, routing a key through a sequence of O(log N) other nodes toward the destination. A Chord node requires information about O(log N) other nodes for efficient routing, but performance degrades gracefully when that information is out of date. This is important in practice because nodes will join and leave arbitrarily, and consistency of even state may be hard to maintain. Only one piece information per node need be correct in order for Chord to guarantee correct (though slow) routing of queries; Chord has a simple algorithm for maintaining this information in a dynamic environment. This algorithm has not been explained in this report. However, please refer to the Chord paper in the link given above. 
Project Goal
This project aims at extending the functionality of an existing Graphical User Interface that was developed for the IRT project called “Peer-to-peer Internet telephony using SIP". 
Peer-to-peer Internet telephony using SIP

Internet telephony can be viewed as an application of P2P architecture where the participants form a self-organizing P2P overlay network to locate and communicate with other participants. The project proposes a pure P2P architecture for the Session Initiation Protocol (SIP)-based IP telephony systems. Our P2P-SIP architecture supports basic user registration and call setup as well as advanced services such as offline message delivery, voice/video mails and multi-party conferencing. For more details about this project please refer to http://www1.cs.columbia.edu/~kns10/research/p2p-sip/
Description of the existing UI

The existing UI is implemented using Monitor.java and Control.java. Please refer to the code at 

http://www1.cs.columbia.edu/~kns10/research/p2p-sip/monitor/source.tar.gz and a screen shot for the same at http://www1.cs.columbia.edu/~kns10/research/p2p-sip/monitor/screen.gif
Monitor.java has the the main method and handles the chord display. 

Control.java is used for the control Panel that sends and receives request according to the user activities. The program starts remote p2p nodes on preconfigured clic machines using rsh, receives status information from those nodes, and displays the nodes in a graphical fashion. The process that is executed on these remote machines using rsh is a P2P-SIP adaptor, SIPpeer, that allows existing or new SIP user agents to connect to the P2P-SIP network without modifying the user agent. SIPpeer can also act as a SIP user agent, proxy or registration server with command line user interface.

The exiting UI listens for UDP packets containing p2p node information and displays the nodes, their states, and the keys stored on the nodes. All p2p nodes are starts with a command line option to send the status information to the IP:port of Monitor application. 

The node information (see the screenshot below) consists of:

· node id, displayed in the node circle.

· finger table, the rectangular box for each node. consists of 5 numbers in this example.

· the other three numbers next to the finger table are the user id associated with the node, the key for the user id, and the predecessor node id.

· the numbers near the node circle, inside the big chord circle are the user keys stored on associated nodes.

· the red node indicates some kind of misbehaving or error node or duplicate nodes (two nodes happen to have same node id).

· the red lines indicates the messages sent to successor or predecessor by a node. Ideally in stable state it should be like a circle. A crisscross line indicates either misbehaving node or not steady state (node joined or left recently).

The received information over UDP is one of the following:

1. JOIN 28: indicates node 28 joined

2. LEAVE 28: indicates node 28 left
3. NODE 1 user30@columbia.edu 27: indicates user30 registered from  node 1, and key for user30 is 27.

4. SEND REGISTER 7 17: indicates node 7 sent a REGISTER message to node 17

5. SEND INVITE 7 17: indicates the INVITE message.

6. STATE 28 29 30 1 4 13 24: indicates the new state for node 28 consisting of 5 finger table entry and one predecessor node id.

7. KEYS 28 26 27: indicates the new keys list for node 28.

8. Non-REGISTER messages are displayed in thick blue arrow (not shown in the example).

The following are the features of the control panel – 
The ‘min node count’ and ‘max node count’ in the control panel indicate min and max nodes for the experiment. The program tends to keep the node count in this range by starting and stopping nodes periodically. 
The timeout interval indicates the timer. Any action (node start, node delete) is taken every timeout interval. The timeout interval is randomized (.5 to 1.5 of the value in the GUI).
The ‘Show xterm’ option shows the xterm window for each node, where user can type more commands (such as send instant message from one node to another user id). When the xterm box unchecked, it uses only rsh and not xterm -e rsh in the Runtime.exec() java command. 
‘Enable debug’ causes the nodes to create debug trace files.

‘Use sipc-lite’ will use a graphical node client instead of command line code (for future).

‘Shutdown all nodes’ enables gradually deleting all nodes one by one. 
‘Run the experiment’ option, starts the thread to create or delete nodes.

There is a command line option in Monitor.java that allows simulating node join/delete instead of running actual p2p nodes. That can be used for testing the GUI, but won't display the finger table.

Left click on the node also deletes the specific node.
Enhancements needed
The features that were required to be added to existing implementation were as follows :

1. Currently deleting a node was handled using graceful deletion. Process.destroy() on the xterm process causes graceful deletion of the node. We needed to add functionality for abnormal failure by using  command “rsh host”  to log into the machine on which the node is running and  “kill” for killing the p2p node process (instead of killing xterm or rsh).
2. Develop another panel on the right side of the window, which displays one button or checkbox of each active node. When the user clicks on the node, it displays more information about the node and allows sending commands to the node's rsh process. It can probably display the last 10 lines from the stdout of the node's rsh process also. This option will work only when “Show Xterm” check box is disabled because if Xterm is enabled the user can type input and get output on the xterm itself.
3. We need to add functionality to allow batch mode addition and deletion. Currently one node is added or deleted in every interval. We can modify this to create or delete small number of nodes.
4. We need to add functionality to keep a history of events so that user can go back to see the events again graphically with a different timeline (e.g., slow motion, fast forward, or click to proceed), without starting the experiment again. Restarting the experiment may not work because every time nodes are started with random node id so can get different configuration, hence this functionality needs to be implemented to retrace the experiment at times.
5. There is an algorithm to find out if all finger tables and keys are correct given all node information in the reference to chord table listed above. That can be used to highlight the incorrect information in the GUI (e.g., using red font for incorrect finger table entry).
6. The system should display node information for the node which is selected on a separate panel. Also system should be scalable, currently it scales to only 32 nodes in the panel. As the system scales, the node information  cannot be displayed on chord, hence we need the panel.
Implementation Details

The enhanced version that was developed for this project system has features (1), (2), (3) and (6) implemented.
The java classes used for each of these implementations are –

1. NodeProcess – This class corresponds to the actual process running on each of the remote machines. It stores data like, the user and the host machine corresponding to that process, the process itself (stored using Java class “Process”). It handles destroying the process too.
2. Control – This class handles the display of the “Control Panel” at the bottom of the screen. It also sends request to the monitor class according to the user input at the control panel. These requests are handled by a separate thread and by implementing the action listener features provided in Java.

3. Node – This class is used for actual display of the “node” as well as data corresponding to the node like node id, keys mapped to that node, finger table, user id, user (hash value corresponding to user, since we want a number to be displayed), the node successor as well the node predecessor. The finger table as well as keys are handled using separate classes FingerTable and KeysData.
4. DisplayPanel – This class is used to handle the display corresponding to each node on the right hand side of the screen when the node is clicked on. This feature is useful in case of large networks when, the finger table and other data cannot be displayed near the node due to a large number of nodes. Hence, the user can view data more clearly by clicking on the code and viewing it on display panel.
5. Chord – This class handles the display of the main chord with the nodes in it as well as messages being sent to the nodes. The messages are handled by a separate Message class. The chord is also responsible for highlighting errors in the system like duplicate nodes and so on. 
6. Monitor – This is the main class that handles displaying the control panel, the display panel as well the chord. It also handles refreshing the whole system when needed, timeouts, deciding when a node is active and when it is not and so on.
The implementation details for each of the above required features are as follows:

1. As mentioned above, currently delete a node implies “graceful deletion”. The xterm window corresponding to that process is killed when the user decides to delete that node. Instead an abnormal termination is required to emulate abnormal node failures. This is achieved as follows:

Whenever, a node needs to be deleted, the control application calls the destroy method corresponding to that nodes Node Process. The destroy method uses the command

"ps -eaf | grep userx | grep sippeer" and "kill -9 pid"

where userx is user associated with the sippeer process, e.g., user2. pid is the process id obtained from first command "ps". See man pages of ps and kill for more details.

Using the above commands the Node Process corresponding to each node is deleted. However, the displayed node on the GUI also needs to be deleted correspondingly and the GUI refreshed after that.
For the above requirement, the Control application retrieves that nodes id from the Monitor application by sending it the ‘user’ corresponding to that Node Process. The Monitor replies with the “node id” after matching the user. This also eliminates confusions that could be caused due to duplicate nodes. Once the ‘node id’ has been obtained the Control Panel asks Monitor to remove the Node displayed on the Chord and to refresh the Chord after that.
2. This feature was implemented by adding the DisplayPanel class to the Monitor. The DisplayPanel is used for two reasons. When a user clicks on a particular node, the DisplayPanel shows more information about that Node. It also provides the user a dialogue box where user can type in a command. On submitting the command, the command is added into the InputStream of the ‘rsh’ process corresponding to that node. This is done using the features provided by the java Process class (here process corresponds to the sippeer process that was started on the remote machine using rsh). Adding the required command to be executed should execute that command for that process, as it will be given as standard input to that process. The output of this command execution is then captured and displayed on the text area in the display panel. The input/output is handled separately by a new Thread created for that purpose. The Thread is associated with the latest node on which the user clicked. 

This feature has some problems as the program blocks on the readLine() command used to read the output provided by the stdout of the remote process. In order to avoid the whole system being blocked because of this, Threads were used for implementation. However, inspite of that, the InputStream (that is the Monitors input stream) misses the output provided by the processes stdout and keeps waiting forever. This could be handled by implementing another thread that keeps on listening for output from that process and terminates as soon as some output is obtained. This modification needs to be implemented and should hopefully solve the problem.
3. The modification for batch mode execution was handled in a simple way. If the user has selected the batch mode option, within each time interval when a single node needs to be added or removed a random number of node (beween 1 and 3 is added or deleted by the system) provided adding random number of nodes does not exceed ‘max node count’ and deleting a random number of nodes does not cause node count to go below ‘min node count’. Also this tends to slow down the system and the GUI a little as it is refreshed only after all the n nodes are added or deleted.
4. This feature will be implemented eventually and the way I plan to do it is as follows. The activites taking place in the system will b stored in a file. This file will have checkpoints from where all the remaining actions can be repeated. Events are received on udp, so store they can be easily stored in a file, with timestamp. Lower DisplayPanel can have button for history. Now playing back the events can be done quickly (no time wait), fast forward (with some timewait), slow motion (longer timewait). When user demands replay of the actions from a particular point in the history with a particular mode, the events are repeated from a time stamp at that event (if available) or prior to that event, however, to make the user point to this particular point in history could be a problem.
5. This feature has been implemented is as follows: 
The algorithm is described in detail in the Chord paper (refer to the link at the beginning of the report). The simplified version of the algorithm can be stated in words as follows: If node id is N, then for i=1,2,3,...calculate F(N,i)=N+2(i-1). And from the list of nodes, find the next node following F(N,i), that is the i'th finger table entry for node N or the ith successor of node N. Predecessor is the previous node in the list of nodes. List of nodes is viewed as a circular list and is stored in an array at present. (This should be modified to hash table for larger systems to save space).
6. This feature has been implemented as follows. The upper space in the DisplayPanel has been provided for displaying information about a node when it is clicked on. When a node is clicked on, the clicking action is detected by using the ActionListener class in java. The point at which user clicked on the GUI is captured and sent over to Monitor to determine if that point was on a particular node. If yes, the Monitor returns the “node id” corresponding to that node. Using that node id, other required data corresponding to that node is obtained and displayed in the required format on the display panel. To avoid ambiguity in case of duplicate nodes, the “user” corresponding to a node is obtained using the Node Process and that user is compared to the one that corresponds to the node being clicked on. So in case of larger networks (in which Chord capacity > 64), the chord displays the Node with a radius adjusted according to the Chord capacity (the greater the chord capacity, smaller the nodes radius, so that more number of nodes can fit in). Other data pertaining to the Node, like Finger Table and Key Data is not displayed on the Chord. It is displayed on the DisplayPanel. Also the user is allowed to select the chord capacity at the beginning of the experiment using the Combo Box or during the experiment when number of nodes in the chord becomes zero.
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Figure 1: The initial User Interface
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Figure 2: The enhanced GUI
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Figure 3: The peer to peer system in action, display panel displays the node data when clicked on a node
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Figure 4: The peer to peer system with huge chord capacity
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Figure 5: Input being submitted to process via display panel
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Figure 6: Abnormal Termination of the nodes since they are forced to shut down
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