The following table shows the reduction in text when going from full text to just SNPs, and just heads.  The numbers in parenthesis are the number of words per document and per corpus for the first two columns, and the percentage of the full text size for the last two.  

	Corpus
	Avg. Doc Size
	Full Text
	SNP Only
	Avg. SNPs/doc
	Head Only

	AP
	2.99K (476 words)
	12.27 MB (2.0 million words)
	7.40 MB (60%)
	127.6
	5.72 MB (47%)

	FR
	7.70K (1175 words)
	33.88 MB (5.3 million words)
	20.72 MB (61%)
	338.0
	13.77 MB (41%)

	WSJ
	3.23K (487 words)
	45.59 MB (7.0 million words)
	27.30 MB (60%)
	132.4
	18.16 MB (40%)

	ZIFF
	2.96K (461 words)
	165.41 MB (26.3 million words)
	108.83 MB (66%)
	129.5
	67.77 MB (41%)


Table 1 Corpus Sizes

For each of the four corpora used, we created two parallel versions of the corpus by retaining only the SNPs in the text, and another version that only contained the heads in the text.  Retaining only the SNPs in the text resulted in an approximate reduction of the size of the corpus by about 40%, while the head-only versions were reduced by about 60%.  This is only a first level reduction in the number of terms that we need to consider as index terms; these measurements still include duplicate terms.  For our task of document browsing and indexing, we only need to consider each term once.  

	Genre
	Unique SNPs
	Unique Heads
	Ratio of Heads to SNPs

	AP
	156798
	38232
	24%

	FR
	281931
	56555
	20%

	WSJ
	510194
	77168
	15%

	ZIFF
	1731940
	176639
	10%

	Total
	2490958
	254724
	10%


Table 2 Number of Unique SNPs and Heads

Once duplicates have been removed, the reduction compared to the size of the full text is great; approximately 1% of the size of the full text remains for heads, and 22% of the full text remains for SNPs.  This suggests that we should use a hierarchical browsing strategy, using the shorter list of heads for initial browsing, and then using the more specific information in the SNPs when specification is requested.  

In general, the vast majority of heads have two or fewer different possible expansions.  There is a small number of heads, however, that contain a large number of expansions.  For these heads, we could create a hierarchical index that is only displayed when the user requests further information on the particular head.  In the data that we examined, on average the heads had about 6.5 expansions, with a standard deviation of 47.3.  

	Corpora
	Max
	% <= 2
	2 < % < 50
	% >= 50
	Average
	Std. Dev.

	AP
	557
	72.2%
	26.64%
	1.16%
	4.25
	13.63

	FR
	1303
	76.9%
	21.28%
	1.82%
	5.47
	26.95

	WSJ
	5343
	69.9%
	27.83%
	2.27%
	7.01
	46.65

	ZIFF
	15877
	75.9%
	
	2.46%
	10.47
	102.38


Table 3 Average number of head expansions per corpus

Additionally, these terms have not been filtered; we may be able to greatly narrow the search space if the user can provide us with further information about the type of terms they are interested in.  For example, using simple regular expressions, we are able to roughly categorize the terms that we have found into four categories: regular SNPs, SNPs that look like proper nouns, SNPs that look like acronyms, and SNPs that start with non-alphabetic characters.  It would be possible to narrow the index to one of these categories, or exclude some of them from the index.

	Corpus
	# of SNPs
	# of Proper Nouns
	# of Acronyms
	# of Non-alphabetic

	AP
	156798
	20787 (13.2%)
	2526 (1.61%)
	12238 (7.8%)

	FR
	281931
	22194 (7.8%)
	5082 (1.80%)
	44992 (15.95%)

	WSJ
	510194
	44035 (8.6%)
	6295 (1.23%)
	63686 (12.48%)

	ZIFF
	1731940
	102615 (5.9%)
	38460 (2.22%)
	193340 (11.16%)

	Total
	2490958
	189631 (7.6%)
	45966 (1.84%)
	300373 (12.06%)


Table 4 Number of SNPs by category

Over all of the copora, about 10% of the SNPs start with a non-alphabetic character, which we can exclude if the user is searching for a general term.  If we know that the user is searching specifically for a person, then we can use the list of proper nouns as index terms, further narrowing the search space (to approximately 10% of the possible terms.)  

