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Abstract

We shaw thatalargeandrealisticfacedatasetanbebuilt from news photographandtheir
associatedaptionsOur automaticallyconstructedacedatasetonsistof 30,281faceim-

ages,obtainedby applyinga face nder to approximatelyhalf a million captionednews
imagesandlabeledusingimageinformationfrom the photographsindword information
extractedfrom the correspondingcaption. This datasetis more realistic than usualface
recognitiondatasetshecausét containacescapturedin thewild” in avarietyof con g-

urationswith respecto thecameratakinga variety of expressionsandunderillumination
of widely varying color. Facesareextractedfrom the imagesandnameswith context are
extractedfrom the associateataption.Our systemusesa clusteringprocedurgo nd the
correspondencleetweerfacesandassociatethamesn news picture-captiorpairs.

Thecontet in whichanameappearsn a captionprovidespowerful cuesasto whetherit
is depictedin the associatedmage.By incorporatingsimplenaturallanguageechniques,
we are ableto improve our nameassignmensigni cantly. We usetwo modelsof word
contt, a Naive Bayesmodel and a Maximum Entropy model. Onceour procedureis
complete we have anaccuratelylabeledsetof faces,an appearancenodelfor eachindi-
vidualdepicted anda naturallanguagemodelthatcanproduceaccurateesultson captions
in isolation.

Key words: NamesjFacesNews; Words;Pictures;

1 Intr oduction

Therearemary dataset®f imageswith associateavords.Examplesnclude:col-
lectionsof museunmaterial;the Corelcollectionof imageszary videowith sound
or closedcaptioning;imagescollectedfrom the web with their enclosingweb
pagespr captionechewsimages.
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President George W. Bush makes a
statemenin the RoseGardenwhile Sec-
retary of Defense Donald Rumsfeld
looks on, July 23, 2003. Rumsfeldsaid
the United Stateswould releasegraphic
photographsf thedeadsonsof Saddam
Hussein to prove they were killed by
Americantroops.Photoby Larry Down-
ing/Reuters

British director Sam Mendes and his
partner actressKate Winslet arrive at
the London premiereof 'The Road to
Perdition’, September18, 2002. The
Ims starsTom Hanks asa Chicagohit
manwho hasa separatdamily life and
co-starsPaul Newman and Jude Law.
REUTERS/DarChung

IncumbentCalifornia Gov. Gray Davis
(news - web sites) leads Republican
challengeBill Simon by 10 percentage
points — although17 percentof voters
are still undecidedaccordingto a poll
releasedOctober22, 2002 by the Pub-
lic Policy Instituteof California.Davisis
shawn speakingo reportersafterhis de-
batewith Simonin Los Angeles,on Oct.
7. (Jim Ruymen/Reuters)

World numberone Lleyton Hewitt of
Australiahits areturnto Nicolas Massu
of Chile at the JapanOpentennischam-
pionshipsin Tokyo October 3, 2002.
REUTERS/ErikaSugita

German supermodelClaudia Schiffer
gave birth to a baby boy by Cae-
sarian section January 30, 2003, her
spokeswomasaid. The babyis the rst
child for both Schiffer, 32, and her hus-
band, British Im producer Matthew
Vaughn, who was at her side for the
birth. Schiffer is seenon the German
television shav 'Bet It...?!" (‘Wetten
Dass...?!")in Braunschweigpn January
26,2002.(Alexandrawinkler/Reuters)

US President George W. Bush (L)

makesremarkswhile Secretaryof State
Colin Powell (R) listensbeforesigning
the US LeadershipAgainstHIV /AIDS

, Tuberculosisand Malaria Act of 2003
at the Departmenbf Statein Washing-
ton, DC. The ve-yearplanis designed
to help prevent and treat AIDS, espe-
cially in morethana dozenAfrican and
Caribbeamations(AFP/Luké-razza)

Fig. 1. Sometypical nens phot@raphswith associateccaptionsfrom our datasetNotice

that multiple facesmayappearin the picturesand multiple namesmayoccurin the asso-
ciatedcaptions.Our taskis to detectfacesin thesepictures,detecthnamesn theassociated
captionsand then correctly label the faceswith names(or “NULL " if the correct name
doesnot appearin the captionor the namedentity recaynizerdoesnot detectthe correct

name).Theoutputof our systenon theseimagesappeasin gurebs.

It is a remarkablefact that picturesand their associatecgnnotationsare compli-
mentary This obsenation hasbeenusedto browse museumcollections(4), and
organizelarge imagecollections.In particular several modelshave beenusedto
organizethe CorelDatasebf imageswith associate#eywords.Barnardetal used
a multi-modal extensionto mixture of of latentDirichlet allocation(3) to predict
wordsassociateavith whole imagesaswell aswordscorrespondingo particular
imageregionsin anauto-annotatiotask.Li andWangused2-dimensionamulti-
resolutionhiddenmarkov models(22) on categyorizedimagesto train modelsrep-
resentinga setof conceptsThey thenusedtheseconceptdor automatidinguistic
indexing of pictures.Lavrenko et al usedcontinuousspacerelevancemodels(20)
to predictthe probability of generatinga word givenimageregionsfor automatic
image annotationand retrieval. Words and pictureshave also beencombinedto
performothertaskssuchasimagesegmentatiorn(11), andobjectrecognition(13).

Previousresearcthasproducedjuitegoodresultsby exploiting thecomplimentary
natureof wordsand pictures,but hasrelied on relatively simpleimageandword
representationsAll of the previously-mentionecpapershave representedimages
asregionsfoundthroughvariousformsof low-level sggmentationIn thiswork we
exploit the pastdecadeof computervision researctbuilding specializeddetectors
for certainclassef objectsandfocuson facesin images.Facesarethe bestex-



ampleof a domainwhereobjectdetectionhasbeensuccessfuandvery goodface
detectorsareavailablee.g.(23;32; 37); we usethedetectorof (23).

The work mostsimilar to oursthat of FitzgibbonandZisserman(16). They auto-
matically discover castlistings in video usingaf ne-invariantclusteringmethods
on detectedacesandarerobustto changesn lighting, viewpointandpose.More
recentlyArandjelovic and Zisserman(1) have extendedthis work to suppres®f-
fectsof backgroundsurroundingthe face,re ne registrationandallow for partial
occlusionandexpressiorchange Theirwork facesmary of the sameimagebased
challengeghatwe do, but on a slightly differentproblemthanours,concentrating
onvideobasedmethodsvherewe have still framephotographsndcaptions.

Concentratingon objectsin images,in particularfaces,provides the motivation
to similarly emphasizecertainpartsof the associatedext — namedentities.Re-
searchin naturallanguageprocessindhasproducedusefulnamedentity recogniz-
ers,which canidentify speci ¢ substringspropernamesjn captionghatmayrefer
to facesn theassociatednage.

Our basictaskis to nd a correspondencketweerthe namesandfacesA corre-
spondences in factalabelingof the faces.The setof correspondencealows us
to build amodelfor eachindividual's appearancérom their setof labeledfaces).
In additionthe correspondencgwovide trainingdatafor a naturallanguagemodel
thatrecognizesvhatcontext arounda nameindicatesit will be pictured,andpos-
sibly how it will be pictured.Usingthesdearnedappearancandlanguaganodels
the estimatedcorrespondencean be improved. In this paper solving the corre-
spondproblemand tting the associate@ppearancandnaturallanguagenodels
arecombinedn aniterative alternatingoptimizationframework.

1.1 Faces

Facerecognitionis awell studiedproblem.Early recognitiontechniquesisednear
est neighborclassi ers basedon pixel values.The nearesineighborsearchwas
mademoreef cient andpossiblyrobustusingdimensionalityeductioncalledEigen-
faces(31; 35). Later, linear discriminantmethodswere proposed5) that utilized
classinformationto produceanimproveddistancenetricandbetterrecognitionre-
sults.More recently it hasbeenfoundthatmodelsbasedon 3D structureighting,
andsurfaceappearancgl0; 24) or appearancbasednethodghatexplicitly model
pose(19) give betterrecognitionaccurag, but canbe somavhathardto t for ar
bitrary faces.Somereviews of facerecognitionmethodsappearin (18; 40; 24).
Our goalis morerestrictedthangenerafacerecognition,in thatwe needonly dis-
tinguish betweena small numberof namesin the correspondingaption.This is
a signi cant simpli cation of the facerecognitiontask.As a result,we canusea
fairly simplefacerepresentatioasdiscussedn section3.3.



Doctor Nikola shows a fork that was removed from an

Israeli woman who swallowed it while trying to catch apresident George W. Bush waves as he leaves
bug that flew in to her mouth, in Poriah Hospital White House for a day trip to North Carolina, Ju
northern Israel July 10, 2003. Doctors performed 25, 2002. A White House spokesman said that |
emergency surgery and removed the fork. (Reuters) would be compelled to veto Senate legislation
creating a new department of homeland security
unless changes are made. (Kevin Lamarque/Re

Fig. 2. In thenewsdataseta few individuals,like PresidenBush(right ), appearfrequently
in the news sowe havemanypicturesof them.Wheeasmostpeople like Dr. Nikola (left)

appearonly a few timesor in only one picture. This distribution re ects what we would
expectfrom real applications.For example in airport securitycameass, a few people

(e.g. airline staf) might be seenoften, but the majority of peoplewould appearinfre-

quently Studyinghow recaynition systemgerform under thesecircumstancesnd pro-

viding datasetswith thesefeatules is necessaryfor producingreliable face recaynition

systems.

As can be seenin the literature,facesare dif cult to recognize.Although face
recognitionis well studiedthedisparitybetweenesultsreportedn researclpapers
andin realworld eld testsof recognitionsystemss quite large (29). It hasbeen
shavn (25) that the performanceof a facerecognitionsystemon a datasetcan
largely be predictedby the performanceof a baselinealgorithm,suchasprincipal

componentnalysison the samedatasetSincerecognitionsystemswvork well on

currentfacedatasetshut poorlyin practice this suggestshatthe datasetsurrently
usedare not representatie of real world settings.Becausecurrentdatasetavere
capturedin the lab, they may lack importantphenomendhat occurin real face
images.To solvefacerecognition systemill haveto dealwell with adatasethat
is morerealistic,with wide variationsin color, lighting, expressionhairstyleand
elapsedime.

Oneconsequencef our work is a labeleddatasetapturedin the wild” consist-
ing of facesfrom news photographsThis datasedisplaysthe phenomendound
in realworld facerecognitiontasksandis derivedfrom alarge collectionof news
photographsvith associate@aptionscollectedfrom the world wide web at a rate
of hundreddo over athousandoerday While theimagesarecaptionedtheiden-
tity of individual facesis not given. Many imagescontainmultiple faces,andthe
associatedaptionscontainmary namesln this paperwe shav goodsolutionsto
this correspondencproblem,resultingin a facedatasethatis measurablynore
challenginghancurrentfacerecognitiondatasetgsection6).



1.2 Overviav

The procesdor building our facedatasetconsistsof: detectingnamesusingthe
opensourcenamedentity recognizeof (12), detectingandrepresentingaceysec-
tion 3), andthenassociatinghosenameswith facesinitially we useabasiccluster

ing methodto assignnamedo faceg( rst describedn our CVPR2004paper(7)).

This producegjuite a goodclustering.However, it ignoresimportantlanguagen-

formationthatcanbe usedto produceevenbetterresults.For example,the named
entityrecognizeoccasionallydenti es nameghatdonotcorrespondo actualpeo-
ple (e.g.“U.S. Open”).In section5 — andour previouswork (8) —we shav thatby

incorporatingsimplenaturallanguagdechniquesve candetermineghe probability
of a namebeingpicturedin the correspondingpictureandusethis informationto

improve our resultssigni cantly. An attractve byproductof our systems a natural
languaganodulewhich canbe usedto analyzetext in isolation.In this work, we
implementtwo modelsof context a Naive Bayesmodelanda Maximum Entopy

modelandcompareheir performance.

2 NewsDataset

We have collecteda datasetonsistingof approximatelyhalf a million news pic-
turesand captionsfrom YahooNews over a period of roughly two years.Using
Mik olajczyk's facedetector(23), we extractfacesfrom theseimages;usingCun-
ninghametal's opensourcenamedentity recognizer12), we detectpropernames
in eachof theassociatedaptionsThis givesusasetof facesandnamesassociated
with eachpicture.Our taskis to assignone of thesenamesor null (unnamed}o
eachdetectedace.

Our datasetiffersfrom typical facerecognitiondataset$n a numberof important
ways:

Pose, expressionand illumination vary widely. The face detectortendsnot to

detectlateral views of faces,but we often encounterthe samefaceilluminated

with markedly differentcoloredlight andin a very broadrangeof expressions.
Spectaclesndmustachearecommon(Figure6). Therearewigs, imagesof faces
on postersdifferencesn resolutionand identikit pictures(e.g. Figure 6). Quite

often thereare multiple copiesof the samepicture (this is dueto the way news

picturesare preparedratherthana collectingproblem)or multiple picturesof the

sameindividual in similar con gurations. Finally, mary individuals are tracked

acrosgime which hasbeenshovn to hamperfacerecognitionsubstantially(18).

Namefrequencieshave thelong tails thatoccurin naturallanguageroblemsWe
expectthatfaceimagesfollow roughlythe samedistribution. We have hundreddo
thousandsf imagesof afew individuals(e.g.PresidenBush), andalargenumber
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Fig. 3. Thefacedetectorcandetectfacesin a range of orientationsasthetop row shows.
Befoe clusteringthe faceimages we rectify themto a canonicalposebottom row. The

facesare recti ed usinga setof SVM'strainedto detectfeature pointson ead face Using

gradientdescenbn SVMoutputs,the bestaf ne transformations foundto mapdetected
featue pointsto canonicallocations.Final recti cation scoesfor ead of thesefacesare

showncenter (whee larger scoesindicatebetterperformance)Thismeanghatincorrect

detectionslike the rightmostimage can be discaded becauseof their poor recti cation

SCOES.

of individualswho appearonly a few timesor in only onepicture(e.g.Figure2).
Oneexpectsrealapplicationgo have this property For example,in airportsecurity
cameras few people,securityguardsor airline staf might be seenoften, but the
majority of peoplewould appeatinfrequently Studyinghow recognitionsystems
performunderthesecircumstancess important.

The sheervolume of availabledatais extraordinary We have sharplyreducedhe
numberof faceimagesve dealwith by usingafacedetectoithatis biasedo frontal
facesandby requiringthat facesbe large andrectify properly Even so, we have
adatasethatis comparabldo, or largerthan,the biggestavailablelab setsandis
muchricherin content.Computingkernel PCA andlinear discriminantsfor a set
this sizerequiresspecialtechniquegsection3.3.1).

3 Finding and RepresentingFaces

For eachnews picturewe:

(1) Detectfacesin the images(Section3.1). We con ne our actwities to large,

reliably detectedacesof which 44,773arefound.
(2) Rectify thosefacesto a canonicalpose (Section 3.2). After throwing out

poorly recti ed facesthis furtherreducesur dataseto 34,623faces.
(3) Transformthefaceinto arepresentatiosuitablefor theassignmentask(Sec-

tion 3.3).
(4) From these34,623faceswe con ne oursehesto faceswith propernames

detectedn theircorrespondingaptions)eaving 30,281facesthe nal setwe
run our assignmenprocedureon andthe numberof facesin the datasethat
we produce.



3.1 Facedetection

For facedetectionwe useMik olajczyk’'s implementation(23) of thefacedetector
describedy SchneidermandndKanadg32). To build thisfacedetectoyatraining

setof faceandnon-faceimagess usedto determinghe probabilityof anew image
beinga face.Eachimagein the training setis decomposedhto a setof wavelet
coefcients which arehistogrammedo thateachbin corresponds$o a distinctset
of coefcients. The probability of a new imagebeinga faceis the numberof face
imagesassigneccomparedo the numberof non-faceimagesassignedo its bin.

This provides44,773large well detectedaceimages(size 86x86 pixels or larger
with sufcient facedetectionscoresandresizedto 86x86pixels).

3.2 Reucti cation

Beforecomparingmageswe usea novel methodto automaticallyrectify all faces
to acanonicapose Recti cation alignsimagessothatcomparisondetweerfaces
areappliedto correspondingartsof theface Wetrain vesupportvectormachines
asfeaturedetectordor several featureson the face(cornersof the left andright
eyes,cornersof the mouth,andthetip of the nose)usinga training setconsisting
of 150 handclicked faces We usethe geometricblur of (6) appliedto gray-scale
patchesasthefeaturesdor our SVM. Using geometricblur featuresnsteadof raw
imagepatchegyreatlyincreasesecti cation accurag andwasa necessargtepto
makingour recti cation systemeffective.

The geometricblur descriptor rst producessparsechanneldrom the grey scale
image,in this casehalf-wave recti ed orientededge Iter responseatthreeorien-
tationsyielding six channelsEachchannels blurredby a spatiallyvarying Gaus-
sianwith astandardleviation proportionato thedistanceo thefeaturecenter The
descriptorarethensub-sampledndnormalizedlnitially imagepatchesvereused
asinput to the featuredetectorsput replacingpatcheswith the geometricblurred
versionof the patchegproducedjuite signi cant gainsin recti cation accurag.

A new faceis recti ed by computingeachSVM outputovertheentireimagewith a
weakprior onlocationfor eachfeature Thisproducessetof 5 featuremapswhere
the value of the map at ary pixel is the SVM outputfor that feature.Using the
leastsquaresolutionbetweenthe maximaloutputsof eachSVM featuredetector
andthe canonicalfeaturelocations,we computean initial estimatefor the af ne
transformationbetweenthe face and the canonicalpose.This solutionis further
re ned using gradientdescenbon the SVM featuremapsto nd the overall best
afne transformatiommappingdetectedointsto canonicalfeaturelocations.Each
imageis recti ed to acommonposeusingthe computecaf ne transformationand
assignedh scorebasedon the sumof its featuredetectoresponseglarger scores
imply betterrecti cation). Notice that errorsin facedetection(Figure 3) canbe



removed by thresholdingon recti cation score(centernumber— larger numbers
indicatea betterscore).

We Iter our datasety removing imageswith poor recti cation scoresjeaving
34,623faceimagesEachfaceis automaticallycroppedo aregion surroundinghe
eyes,noseandmouthto eliminateeffectsof backgroundn recognition.The RGB
pixel valuesfrom eachcroppedfaceare concatenatedhto a vectorandusedfrom
hereon.

3.3 FaceRepesentation

We modelappearanceasinga mixture modelwith onemixture elementper name
in our lexicon, P (f acgname). Optimally, the facerepresentatioshouldbein a
featurespacewherecomparison@re helpful. To achieve a goodfeaturespacewe
rst rectify the croppedfaceregions, then computea basisusing kernel princi-
pal componentsanalysis(kPCA) for dimensionalityreductionfollowed by linear
discriminantanalysis(LDA). LDA hasbeenshown to work well for facediscrimi-
nation(41;5; 18)becausé usesclassinformationto nd asetof discriminantghat
separatelatapointsfrom differentclassesufciently . We modelthe distributions
P (f acgname) usinggaussiansvith x edcovariancen this featurespace.

3.3.1 kPCAandtheNystom Approximation

Kernel Principal ComponentsAnalysis: KernelPrincipal Component#\nalysis

(KPCA) (33) usesa kernelfunctionto ef ciently computea principal component
basisin a high-dimensionafeaturespacerelatedto theinput spaceby somenon-

linearmap.KernelPCA hasbeenshown to performbetterthanPCA atfacerecog-
nition (39). KernelPCA s performedasfollows:

Computea kernelmatrix, K, whereKj is the valueof the kernelfunctioncom-
paringimage; andimage; (we useaGaussiarkernelwith independendiagonal
variances).

Centerthekernelmatrixin featurespaceby subtractingoff averagerow, average
columnandaddingon averageelementvalues.

Computean eigendecompositionf K, and projectonto the normalizedeigen-
vectorsof K.

Our dataseis too large to do kPCA directly asthe kernel matrix K will be size
NxN, whereN is the the numberof imagesin the datasetand involve approx-
imately 10° image comparisonsTherefore,we insteaduse an approximationto
calculatetheeigervectorsof K. IncompleteCholesk Decompositior{ICD) canbe
usedto calculatean approximatiorto K with a boundon the approximatiorerror
(2), but involvesaccessingll N imagesfor eachcolumncomputationwhereN is
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N1 = John Furlong, N2 . F2 N2 F2
~ | N2 = Winter Olympics,
Null Null Null Null

, _ _ _ N1 @ F1
President and Chief Operating Officer of the Vancouver,
British Columbia 2010 Bid Corporation John Furlong
(rear) smiles while celebrating with compatriots their N2 . . F2
victory in obtaining the 2010 Winter Olympics bid on late Null
July 2, 2003 in Prague. Vancouver won with 56 votes Null
against 53 votes for Pyeonchang in the second round of All possible name/face assignments
balloting at an IOC gathering in Prague. REUTERS/Petr
Josek

Fig. 4. To assignfacesto namesweevaluateall possibleassignmenteffacesto namesand

chooseeitherthe maximumlikelihoodassignmenbr form an expectedassignmenttHere

we showa typical dataitem (left), with its detectedacesand nameg(center). Thesetof

possiblecorrespondencefr this dataitemare shownat right. Thissetis constainedby

thefactthat eadh facecanhaveat mostonenameassignedo it andead namecan have
at mostonefaceassignedbut anyfaceor namecanbeassignedo Null. Our namedentity
recanizeroccasionallydetectgphraseslike “Winter Olympics” which do not correspond
to actual people Thesenamesare assignedow probability under our language model,
makingtheir assignmentinlikely. EM iteratesbetweercomputinghe expectedralueof the

setof possibleface-namecorrespondenceand updatingthe face clustes and language

model.Unusually we canafford to computeall possibleface-nameorrespondencesince
the numberof casess small. For this item, we correctly choosethe bestmatding “F1 to

Null”, and“F2 to N1”.

the numberof imagesin the datasetcurrently 34,623).This makes computation
relatively lengthy

The Nystrom approximatiormethod(cf (38; 17)) givesa similar result,but allows
the imagesto be accesseanly oncein a single batchratherthanoncefor each
column computation,making it much fasterto computefor large matricesthan
ICD.

The Nystrom methodcomputeswo exactsubset®f K, A andB, andusestheseto
approximateherestof K. Usingthis approximatiorof K, the eigervectorscanbe
approximatecef ciently .



FirsttheN N kernelmatrix, K, is partitionedas
2 3

A B
K=$ £
BT C

withA2 R" ", B 2 RN M nandCc 2 RN M (N ) Here,A is asubsebf the
images(in our casel000randomlyselectedmages)omparedo themseles,B is

the comparisorof eachof theimagesof A, to therestof theimagesn our dataset,
andC is approximatedy the Nystrom method.Nystrdm givesan approximation

AB%

for Cas,C = BTA !B. Thisgivesanapproximatiorto K, K = g

BT €
Thenwe form K, the centeredrersionof our approximatior , by calculatingap-
proximateaveragerow, averagecolumnsums(theseareequalsinceK is symmet-
ric), andaverageelementvalues We canapproximatehe averagerow (or column)
sumas. 2 3

Al,+ B1
KlN = 2 " N g
B™1,+BTA B1y ,

We centerasusual,

1 1 1
K=K WlNK W}élN + WlNK\lN'

We solwe for the orthogonalizeohpproximateeigefn/ectorsas follows. First, we
replaceA andB by their centeredversions.Let Az be the squareroot of A, and
S= A+ A zBBTA z.DiagonalizeSasS = U, (UJ. ThenK is diagonalized
by:

2 3

A L
v=_98"ZAbU, <7
BT

ThenwehaveK = V (VT andV ™V = | . Giventhisdecompositiomf K we pro-
ceedasusualfor kPCA, by normalizingtheeigervectors s andprojectingk onto
the normalizedeigervectors.This givesa dimensionalityreductionof ourimages
thatmakesthediscriminationtaskeasier

Nystrom doesnot give the sameerror boundon its approximationto K asICD.
However, we expectthe numberof large eigervaluesof our matrix to be small
asa resultof the smoothingpropertiesof kernelfunctions.This implies that the
effective columnrank of kernelmatricesshouldbe low. Therefore we shouldbe
ableto obsenre all of the columnrankwith a small subsebf the columnsandthe
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approximatiorerror shouldbe small. In our matrix we obseredthatthe eigerval-
uesof A do tendto drop off quickly. Becausehereis nothing specialaboutthis
subsetof faces(they were chosenat randomfrom our set), the effective rank of
thewhole matrix shouldbe small,andthe Nystrom methodshouldprovide a good
approximation.

3.3.2 LDA

We usethe usualde nition of LDA (41;5; 18) whereeachimagebelongsto a set
of mclassegCq; :::; Cry), thereareN; samplesn class and ; isthemeanof class
i. Thenthewithin andbetweerclassscattemmatricesarede ned as:

X X
W = (X i)(X] )7
i=1 x;2C;j
xn
B = Ni( i ) )’

i=1

LDA computegheprojection thatmaximizestheratio:

_ j "B j
opt = argmax W]

by solvingthe generalizeakigervalueproblem:

B =W

In orderto computelL DA, classlabelsmustbe known. However, we do nothave a
training setor ary labeleddatasinceoursis an unsupervisedecognitiontask.To
bypasghisrestrictionwe useasproxyto labeledrainingdata theimagesrom our
datasethat containonly onedetectedaceandthat have only onedetectechame
in the associateataption. This givesus a slightly noisy training seton which to
computethe LDA vectors,but which is accurateenoughto improve performance
signi cantly ontop of the spaceoundby kPCA.

4 NameAssignmentby Simple Clustering

Our modelfor generatinga news item with F facesandN namesgconsistsof rst
generatingN nameswith contects. For eachof thesenames,a binary variable
pictur ed is generatedFor gvery namewith pictured = 1, a faceis generated.
Eachof theremaining,F pictur edunnamedacess generateéccordingo a
distribution P (f ace.
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A naturalway of thinking abouthnameassignments asa hiddenvariableproblem
wherethehiddenvariablesarethecorrectname-acecorrespondencder eachpic-
ture. Thissuggestsisinganexpectatiormaximization(EM) procedureEM iterates
betweencomputingan expectationover face-nameorrespondencggivena face
clustering)andupdatingthe faceclustersUnusually it is affordableto enumerate
and considerall of the face-namecorrespondencesincethe numberof casess
small.

4.1 NameAssignment

For eachpicture, we calculatethe likelihood of eachpossibleassignmentEach
namecanbeassignedo at mostoneface,eachfacecanbeassignedo atmostone
nameandnull canbe assignedo any hameor face.An exampleof the extracted
namesfacesandall possibleassignmentsanbeseenn gure 4.

We write P(N) astheprobabilityof generatindh namesandP(F)astheprobability

of generatingF faces.For an assignment; (consistingof a correspondencef

namego faces)/etting index into the nameshatarepictured, ( ) index into

thefacesassignedo thepicturednamesand index into thefaceswithoutassigned
namesthelik elihoodof picturex; underassignmeng; , of namedo facess:

Y Y
Ly =P(N)P(F) P(f (Hin) P(f)

ThetermsP (N)P (F) areindependentf theassignmenso canbedroppedwhen
calculatingthe probability of an assignmentWWe focuson the remainingtermsto
calculateassignmenilik elihoods.

Thecompletedatalog likelihoodis:
2 3

X
4 (jloglyg)®

ipics j Cj

WhereC; is the setof possibleassignment$or imagei, and j is anindicator
variabletelling which of the availablecorrespondencesccurredin this dataitem.
The j aremissingdatawhoseexpectationsarecomputedn the E step.

This givesa straightfornard EM procedure:
E — updatethe j accordingto the normalizedprobability of picturei with as-

signmenf .
M —maximizethe parameter® (f acgname) usingsoft counts.
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partner actressKate Winslet arrive at
the London premiereof 'The Road to
Perdition’, September18, 2002. The
Ims starsTom Hanks asa Chicagohit
manwho hasa separatdamily life and
co-starsPaul Newman and Jude Law.
REUTERS/DarChung

IncumbentCalifornia Gov. Gray Davis
(news - web sites) leads Republican
challengeBill Simon by 10 percentage
points — although17 percentof voters the US LeadershipAgainstHIV /AIDS
are still undecided accordingto a poll , Tuberculosisand Malaria Act of 2003
releasedOctober22, 2002 by the Pub- at the Departmenibf Statein Washing-
lic Policy Instituteof California.Davis is State colin| 150, DC. The ve-yearplanis designed
shawn speakingo reportersafterhis de- to help prevent and treat AIDS, espe-
batewith Simonin Los Angeles,on Oct. cially in morethana dozenAfrican and
7. (Jim Ruymen/Reuters) m Caribbeamations(AFP/Luké-razza)

US President George W. Bush (L)
makesremarkswhile Secretaryof State
Colin Powell (R) listensbeforesigning

Fig. 5. Givenan inputimage andan associatedaption(imagesabove and captionsto the
right of ead image), our systenmautomaticallydetectsaces(whiteboxes)n theimage and
possiblenamestrings(bold). We usea clusteringprocedue to build modelsof appeaance
for eath nameandthenautomaticallylabel eat of the detectedaceswith a nameif one
exists. Theseautomaticlabelsare shownin boxesbelowthe faces.Multiple facesmaybe
detectedand multiple namesmay be extracted, meaningwe mustdeterminewho is who
(e.g., thepicture of ClaudiaSchifter).

4.2 BestCorrespondences.ExpectedCorrespondence

From a statisticalpoint of view, given our hiddenvariableproblemof determin-
ing name-ace pairings,EM seemdik e the most favorable solution. However, it
is known thatfor a variety of vision problemswhereone might reasonablyexpect
EM to be a naturalalgorithm, searchingover missingvariablesperformssignif-
icantly better The bestknown example occurswhen one wishesto estimatethe
fundamentamatrix relatingtwo views of a sceneHere,missingvariablesdentify
which pairsof pointscorrespondThe bestknown methodsfor solving this prob-
lem involve a form of randomizedsearchover missingvariables(RANSAC, rst
describedn (15),andappliedto this problemin (34); or MLESAC, arecentvariant
(36)) andsigni cantly outperformEM onthis problem.Thesemethodschoosehe
assignmenthatmaximizesthe completedatalog-likelihood,ratherthantaking an
expectationover missingassignments.

TheMaximal Assignmenprocesss quitesimilarto the EM processexceptinstead

of calculatingtheexpectedvalueof eachassignmentpnly themaximumlik elihood
assignmenis givenanonzerogprobability of 1.
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Fig. 6. The gure showsa representativesetof clustes, illustrating a seriesof important
propertiesof boththe datasetandthe method 1: Somefacesare veryfrequentandappear
in manydifferent expressionsand poseswith a rich range of illuminations (e.g. clustes
labeledSecretaryof StateColin Pawell, or DonaldRumsfeld. 2: Somefacesare rare, or
appearin eitherrepeatedcopiesof oneor two picturesor only slightly different pictures
(e.g. clusterlabeledChelse&Clinton or SophialLoren). 3: Somedacesare not, in fact, pho-
tographs(M. Ali). 4: The associationbetweerproper namesand faceis still somevhat
noisy for exampleLeonardNemaoy which showsa hameassociatedwvith the wrongface
while other clustes containmislabeledfaces(e.g. Donald Rumsfeldor AngelinaJolig).
5: Occasionallyfacesare incorrectly detectedvy the facedetector(Strom Thurmond. 6:
somenamesare genuinelyambiguougJamesBond two different facesnaturally associ-
atedwith the name(the r stis an actor who playedJamesBond,the secondan actor who
wasa characterin a JamesBond Im) . 7: Somefacesappearin bladk in white (Mari-
lyn Monrog while mostare in color. 8: Our clusteringis quite resilientin the presence
of spectaclegHansBlix, Woody Allen), perhapswigs (JohnBolton) and mustaties(John
Bolton).
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TheMaximal Assignmenprocedure:

M1 —setthe j correspondingo the maximumlikelihoodassignmento 1 and
all othersto 0.
M2 —maximizethe parameter® (f acgname) usingcounts.

We have tried usingboth expectationandmaximumlik elihoodassignmenat each
iterationandhave found that usingthe maximumlik elihoodassignmenproduces
betterresults(table 1). One possiblereasonfor this is thatin caseswherethere
is a clear bestassignmenthe max andthe averageare basicallyequivalent. For

casewherethereis noclearbestEM averagesverassignmentdf theprobability

modelusedby EM were the correctone, thanthis averagingwould producethe

correctresults.However, in our caseEM assumes Gaussiamoisemodelwhich

for facesis not a great t to the actualnoise.Essentially EM assignsoo much

weighttoincorrectassignmentssausingheexpectationgo beoverly in uencedby

incorrectassignmentdJsing maximalassignmengin our MM procedure)avoids

theseissues.

4.3 BasicClusteringEvaluation

Becausehis is an unsupervisedask, it is not meaningfulto divide our datainto
training andtestsets.Instead to evaluateour clusteringswe createan evaluation
setconsistingof 1000randomlychoserfacesdrom our datasetWWe handlabelthese
evaluationimageswith their correctnameglabelingwith ‘NULL " if the facewas
notnamedn the captionor if thenamedentity recognizefailedto detecthename
in the caption).To evaluatea clustering,we canlook at how mary facesin the
evaluationsetarecorrectlylabeledby thatclustering.

In table 1, we seethatthe basicclusteringcorrectlylabels56% of the testimages
correctly using EM, while the maximalassignmentlustering(MM) labels67%

of the testimagescorrectly This clearly indicatesthat the maximal assignment
proceduregerformsbetterthanEM for our labelingtask.

5 Clustering with Context Understanding

The context in which a nameappearsn a captionprovides powverful cuesasto
whetherit is depictedin the associatedmage.Common,quite simplephenomena
in captionssuggesusingalanguaganodel.First, our namedentity recognizeroc-
casionallymarksphrasedik e “United Nations”aspropemames\We candetermine
thatthesenamesdo not referto depictedpeoplebecausehey appeaiin quite dif-
ferentlinguistic contexts from the namesof actualpeople.Captionwriters tend
to supplyinformative context; e.g.putting the depictednameearlyin the caption,
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usingdepictionindicatorssuchas“(R)”, etc. From theselinguistic cues,we can
decidehow likely a nameis of beingdepictedin the associateghhotograptbefore
evenlooking attheimage.

In a captionsuchas“Michael Jacksorresponddo questioningThursdayNov. 14,
2002in SantaMaria SuperiorCourtin SantaMaria, Calif., during a $21 million
lawsuit broughtagainsthim by Marcel Avram for failing to appearat two mil-
lenniumconcerts.”, Michael Jacksorappearsn a morefavorablecontext (atthe
beginning of the caption,followedby a verb)thanMarcel Avram (nearthe middle
of the caption,followedby a preposition).

In the basicclusteringschemeexplainedso far, we have ignoredthe context of
nameswithin thecaption.By incorporatinganguageaunderstandingnto our model
we generatéetterassignmentOurnew EM proceduraiseshesameprocedures
ourinitial basicclusteringmethodexceptit iteratesbetweercomputinganexpected
setof face-nameorrespondencdgivenafaceclusteringandlanguagenodel)and
updatingthefaceclustersandlanguagemodelgiventhecorrespondenceBirst, we
formalize our generatre modelof how news itemsaregeneratedo incorporatea
naturallanguagemodel.

Our generatre modelis:

To generatea dataitem:
name, context (1) ChooseN, the numberof names,and

F, thenumberof faces.
(2) GeneratdN name contet pairs.
pictured (3) For eachof thesename contet pairs,
N

: generatea binary variable pictur ed
P i. conditionedonthecontext alone(from

P (pictur edcontext)).

= (4) Foreachpictured= 1, generataface
from P (f acgname).

(5) Generatd- pictur ed otherfaces
from P (f ace.

face_u face_p

Theparametersf thismodelareP (f acgname) (sec3), theprobabilitythataface,
f, is generatedby anamen, andP (pictur edcontext) (sec5.2),theprobabilitythat
anameis picturedgivenits context.

5.1 NameAssignment

Nameassignmenbccursin muchthe sameway asthe basicmethod,but incorpo-
ratesa languaganodelthatrepresentshe probability of a namebeingassignedo

oneof thefacesin theimagegivenits contet in the caption.The languaganodel
weightsthe namesby their probability of beingpictured.This allows the assign-
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before - CEO Summit
after - Martha Stewart

before - U.S. House before - Julia Vakulenko before - Vlce President before - Marcel Avram  before - al Qaeda

after - Andrew Fastow after - Jennifer Capriati Dick Cheney after - Michael Jackson  after - Null
after - President George W.

before - Ric Pipino before - U.S. Open before - James Bond
after - Heidi Klum  after - David Nalbandian after - Pierce Brosnar

)

before - US Joint  before - Angelina Jolie
after - Null after - Jon Voight

before - James Ivory
after - Naomi Watts

Fig. 7. This gur e showssomeaxamplepictureswith namesassignedisingour raw cluster
ing procedue (before) andassignedisinga correspondencprocedue with incorporated
language model(after). Our namedentity recaynizer sometimesletectsincorrect names
like “CEO Summit”,but thelanguage modelassigndow probabilitiesto thesenamegnak-
ing their assignmentnlikely. Whenmultiple namesare detectedike “Julia Vakulenlo”
and“J enniferCapriati”, theprobabilitiesfor each namedependntheir contet. Thecap-
tion for this picture reads“American Jennifer Capriati returnsthe ball to her Ukrainian
opponentlulia Vakulenko in Paris during.” “Jennifer Capriati” is assignedo the face
giventhelanguage modelbecausdhe context in which sheappeas (beginning of the cap-
tion followedby a presenttenseverb)is more likely to be pictured than that of “J ennifer
Capriati” (middleof the captionfollowedby a preposition).For picturessud asthe one
above (“al Qaeda”to “Null”) whete the individual is not named,the language model
correctly assigns‘Null” to the face Astable 1 shows,incorporating a languaye model
improvesour faceclustes signi cantly.

mentprocedureto favor namesthat aremorelikely to be picturedbasedon their
contet overnamesn lessprobablecontets. By weightingmorelik ely correspon-
dencesigher we getamoreaccuratenal assignmentf faceso names.

We write P(N) asthe probability of generatingN namesP(F) asthe probability of
generatindg- facesandP (n;; ¢) astheprobabilitiesof generatingname; andcon-
text ;. For anassignmendy , letting  index into thenameghatarepictured, ( )
index into thefacesassignedo the picturednames, index into thenameghatare
not picturedand index into the faceswithout assignechamesthe lik elihood of
anassignmenincludingnamecontet is:

Lxia :|\D{(N)P(F)P(n1;cl):::P(nn;cn)Y v
P(pictured jc )P(f (yjn) (1 P(picturedjc)) P(f)

Again,thetermsP (N )P (F)P (nq; ¢):::P(ny; ¢,) arenotdependenbntheassign-
mentso canbeignoredwhencalculatingthe probability of assignments.
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Thecompletedatalog likelihoodis asbefore:

2 3
X
4 (glogL(xi;a))°
ipics j Cj
WhereC; arethesetof possibleassignmentfor imagei, j is anindicatorvariable

telling which correspondenceccurredin this dataitem. The j; aremissingdata
whoseexpectationsaarecomputedn the E step.

This givesanEM procedurdhatincludesupdatingthelanguagemodels:

E — updatethe j accordingto the normalizedprobability of picturei with as-
signment.

M — maximizethe parameter$ (f acgname) andP (pictur edcontext) using
softcounts.

5.2 Languaje Repesentation

We have exploredtwo methodsfor modelingthe probability of a namebeingpic-

turedbasedon its context within a caption,P (pictur edcontext); a Naive Bayes
modelin which eachof the differentcontet cuesis assumedndependengiven

thevariablepictured,anda MaximumEntropy modelwhichrelaxesthesandepen-
denceassumptions.

5.2.1 NaiveBayesModel

For a setof context cues(Cj, fori 2 1;2;:::n), our Naive Bayesmodelassumes
that eachcue is independengiven the variable pictur ed Using Bayesrule, the
probability of beingpicturedgiventhe cuesis:

P (Cg; :::Cyjpictur ed)P (pictur ed)
P(Cy; 5 Ch)

P (C,jpictur ed):::P (C,jpictur ed)P (pictur ed)

P(Cy; 5 Ch)

_ P(pictured) Y P(picturedC;)P(C)

~ P(Cy5GCa) P (pictur ed)

3 1P(picturedCl):::P(pictureoiCn)

- Z P (pictured)" !

P (picturedCy; Cy; :::Cp) =

Whereline 1 is dueto BayesRule,line 2 by the naive Bayesassumptionline 3 by
BayesRule,andwheretheZ termin line 4 is dependenbnly onthecuesCy; ::;; C,.
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Model EM | MM

Appearancéodel, No LangModel 56% | 67%

Appearancéodel + N.B. LangModel 72% | 77%

AppearancéModel+ Max EntLangModel | — | 78%

Tablel
Above: Toforman evaluationset,we randomlyselectedlO0Ofacesfromour datasetand
handlabeledthemwith their correctnamesHere we showwhatpercentaye of thosefaces
are correctly labeledby eadt of our methodgclusteringwithouta language model,clus-
tering with our Naive Bayeslanguage modeland clusteringwith our maximumentiopy
language model).Incorpomating a languaye modelimprovesour labeling accuacy signif-
icantly. Standad statisticalknowledg saysthat EM shouldperformbetterthan choosing
the maximalassignmenat ead step.However, we havefoundthat usingthe maximalas-
signmentvorksbetterthanEM for boththebasicclusteringandclusteringwith alanguage
model.Onereasonthis could betrue is that EM is avelaging facesinto the meanthat do
notbelong

We computeP (pictur edCy; :::; Cn) andP (notpictur ed Cq; :::; C,,) ignoringtheZ
term,andthennormalizesothatP (picturedCg; :::; C,,) and
P (notpicturedCy; :::; C,) sumto 1.

We updatethedistributions,P (pictur ed C;) andP (pictur ed), at eachiterationof

our clusteringprocesausing maximumlik elihood estimatesasedon soft counts.
P (pictur edC;) is updatedby of how often eachcontect appearsiescribinganas-
signedname yersushow oftenthatcontext appearsiescribinganunassignedame.
P (pictur ed) is computedusingsoft countsof how oftennamesarepicturedversus
notpictured.We useonedistributionfor eachpossiblecontect cue,andassumehat
contet cuesareindependentvhenmodelingthesedistributions(becauseave lack

enoughdatato modelthemjointly).

For context, we usea variety of cues:the partof speechtagsof the word immedi-
atelyprior to thenameandimmediatelyafterthenamewithin thecaption(modeled
jointly), thelocationof the namein the caption,andthe distancego the nearest,
TR, (D)7, “(R), and®(C)” (thesedistancesare quantizedandbinned
into histograms)We tried addinga variety of otherlanguagenodelcues but found
thatthey did notincreaseassignmenaccurag.

Someindicationsof anamebeingpicturedlearnedoy theNaive Bayesmodelwere:
1. Thecloserthenamewasto thebeginningof thecaption themorelik ely it wasof
beingpictured,2. The“START” tagdirectly beforethenamewasavery goodindi-
catorof the namebeingpictured,3. Namesfollowed by differentforms of present
tenseverbswere goodindicationsof beingpictured,4. The namebeingfollowed
by “(L)", “(R)” and”(C)” werealsosomavhatgoodindicationsof picturedness.
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Billy Crystal Anastasia Myskina Robert Redford Beverly Hills Daryl Hannah

Walt Disney

Claudia Schiffer Daniela Hantuchova Denzel Washington

Bob Beauprez

U.S. Open

Cameron Diaz

Albert Hall

Anna Kournikova

Jay Leno Queen Elizabeth

U.S. Embassy

Avril Lavigne

Mark Geragos

Abraham Lincoln

Fig. 8. Exampleclustes foundusingour basicclusteringmethod seesectior4 for details).
Note that the namesof someclustes are not actual peoples names(e.g. “U .S.Open”,
“Walt Disng/”) andthatthere are clustes with multiple errors (“QueenElizabeth”, “Jay
Leno”).

20



Billy Crystal Anastasia Myskina Robert Redford Beverly Hills Daryl Hannah

Walt Disney
Claudia Schiffer Daniela Hantuchova Denzel Washington
Bob Beauprez
U.S. Open
Cameron Diaz
Albert Hall
Anna Kournikova
Jay Leno Queen Elizabeth
Avril Lavigne
Mark Geragos U.S. Embassy

Fig. 9. Theclustes of gure 8 are improved throughthe useof languaye undestanding
(seesections for details). Thecontet of a namewithin the captionoftenprovidescluesas
to whetherthenameis depicted By analyzingthe context of detectechamespur improved
clusteringgivesthe more accuiate clustes seenabove The namedentity recaynizeroc-
casionallymarkssomephraseslike “U .S.Open” and“Albert Hall” as proper namesBy
analyzingtheir contect within the caption,our systencorrectly determinedhat no faces
shouldbelabeledwith thesephrasesincorpormating language informationalsomalessome
clustes larger (“Robert Redfod”), andsomeclustes more accuiate (“QueenElizabeth”,
“Bob Beaupez”).
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IN Pete SamprasIN of the U.S. celebrateshis victory over Denmarks OUT Kris-
tian PlessOUT atthe OUT U.S.Open OUT at FlushingMeadavs August30, 2002.
Samprasvonthematch6-3 7- 5 6-4. REUTERS/Kevin Lamarque

German's IN Chancellor Gerhard Schroeder IN, left, in discussiorwith Frances
IN PresidentJacquesChirac IN on the secondday of the EU summitat the Euro-
peanCouncilheadquarters BrusselsFriday Oct. 25, 2002.EU leadersareto closea
dealFridayon nalizing entrytalkswith 10 candidatecountriesaftera surprisebreak-
throughagreemenbn ThursdaybetweenFranceand Germaly regardingfarm spend-
ing.(AP Photo/Europea@ommission/HO)

"The RightStuff' castmemberdN PamelaReedIN, (L) posewwith fellow castmember
IN Veronica Cartwright IN atthe 20thannversaryof the Im in Hollywood, June9,
2003.The womenplayedwivesof astronautsn the Im aboutearly United Stategest
pilots and the spaceprogram.The Im directedby OUT Philip Kaufman OUT, is
celebratingts 20thannversaryandis beingreleasedn DVD. REUTERS/FredProuser

Kraft Foodsinc., the largestU.S. food compary, on July 1, 2003 said it would take
steps,like cappingportion sizesand providing more nutrition information, asit and
other companiedacegrowing concernand even lawsuits due to rising obesityrates.
In May of this year SanFranciscaattorngg OUT StephenJosephOUT, shavn above,
soughto banOreocookiesn California—asuitthatwaswithdravn lessthantwo weeks
later Photoby Tim Wimborne/ReuterREUTERS/Tm Wimborne

Fig. 10. Our new procedue givesus not only betterclusteringresults,but also a natural
languaye classi er which canbetestedsepaately Above: afew captionswhele detected
nameshave beenlabeledwith IN (pictured) and OUT (not pictured) using our learned
language model.Our language modelhaslearnedwhich contets have high probability
of referringto picturedindividualsand which contexts havelow probabilities.We canuse
this modelto evaluatethe context of ead new detectechameandlabelit asIN or OUT. We
observean 85%accumacy of labelingwhois portrayedin a picture usingonly our language
model. Thetop 3 labelingsare all correct. Thelastincorrectly labels“StephenJoseph”
as not pictured whenin fact heis the subjectof the picture. Somecontexts that are often
incorrectlylabeledare thosewhee thenameappeas neartheendof thecaption(usuallya
cuethattheindividualnameds not pictured). Somecueswecouldaddthat shouldimprove
the accuiacy of our languaye modelare the nearnes®of wordslike “shown”, “pictured”,
or “photographed”.

5.2.2 MaximumEntropyModel

MaximumEntropy modelshave beenusedextensiely in naturallanguagesystems
(9) for taskssuchaspartof speechiagging(26), andambiguityresolution(27). The
goal of a Maximum Entropy methodis to choosea modelthatis consistentwith
the obsened statisticsof the data,but which is otherwiseas uniform aspossible.
To do this, we de ne a setof constraintdbasedon somestatisticsobsenedin our
dataandchoosethe modelthatsatis estheseconstraintdut which hasmaximum
conditionalentroyy.

Oneattractionof Maximum Entropy modelsis thatthey give a nice way of mod-
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eling a conditionaldistribution with a large numberof featureswithout having to
obsenre every combinationof thosefeatures Maximum Entropy modelsare also
relatedto maximumlik elihood;if we areconsideringdistributionsin the exponen-
tial family, thenthemaximumentrogy modelfoundwill bethemodelin thatfamily
thatmaximizeshelik elihoodof thetrainingdata.

If y is the variablepictur ed andx is the context of the namewithin the caption,
thenwe are modelinga distribution p(yjx). The context of a nameconsistsof a
binaryvector(e.g.[1 000100 ... 1]), wherean elementof the vectoris 1 if the
correspondingontect cueis true and zeroif it is not. We usethe samecuesas
beforeexceptinsteadof binningthe distanceto the nearest,”, “.”, “(", “)”, “(L)”,

“(R)” and“(C)", thecorrespondingueis trueif thethestringis within 3 wordsof
the name.For the Maximum Entropy modelwe alsoaddcueslooking for speci ¢

strings(“pictured”, “shown”, “depicted”and"“photo”).

For eachcontect cue,i, we de ne asetof indicatorfunctions

8
2 1if x(i) = 1andy = 0;

filxy) = _

~ 0 otherwise

8

2 1if x(i) = 1landy = 1;
faxy) =,

~ 0 otherwise

Our constraintsare that the expectedvalue of eachf with respecto the training
data,p(f ) is equalto the expectedvalueof f with respecto the modelp(f).

This posesan optimizationproblemwherewe want to maximizethe conditional
entropy of p(yjx) subjectto our setof constraintslf we introducea Lagrangemul-
tiplier, ; for eachof ourconstraintshenwe cantransfornthisinto anoptimization
problemwherethe entroy modeltakestheform

_ X
plyix) / exp i (xy)
|

To nd themaximumlik elihoodp(yjx), we useimprovediteratve scaling thestan-
dardalgorithmfor nding maximumentrogy distributions. Details of this model
andalgorithmaredescribedn (9).

5.2.3 Comparisorof language models

Usingthe sameevaluationassection4.3, we testedeachof our languagemodels.
Themodelsperformedapproximatelythe sameon our handlabeledtestsetof 1000
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Actress Jennifer Lopez was nominated for a
Golden Raspberry or Razzie award as "the
year's worst actress" for "Enough" and "Maid
in Manhattan" on February 10, 2003. Lopez is
shown at the premiere of "Maid in Manhattan"
on Dec. 8 and is joined by Madonna, Britney
Spears, Winona Ryder and Angelina Jolie for
the dubious honor. (Jeff Christensen/Reuters)

Fig. 11. We havecreateda webinterfacefor organizingand browsingnews photayraphs
accodingtoindividual. Our datasetonsistof 30,28 1facesdepictingappoximately3,000
differentindividuals. Here we showa screenshotof our face dictionary top, onecluster
fromthatfacedictionary (ActressJenniferLopez)bottom left and oneof theindexedpic-
tureswith correspondingaptionbottom right. Thisfacedictionaryallowsa userto search
for photayraphsof anindividual aswell asgiving accesgo the original newsphotaraphs
and captionsfeaturingthatindividual. It alsoprovidesa new way of organizingthe news,
accoding to theindividualspresentn its photos.
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Classi er labelscorrect || IN corr. | OUT corr.
Baseline 67% 100% 0%
EM Labelingwith N.B. LanguageModel 76% 95% 56%
MM Labelingwith N.B. LanguageModel 84% 87% 76%
MM Labelingwith maxentLanguagevModel 86% 91% 75%

Table2

Above: To form an evaluationsetfor text labeling we randomlychose430 captionsfrom
our datasetand handlabeledthemwith IN/OUT accoding to whetherthat namewasde-
pictedin the correspondingpicture. To evaluate how well our natural language module
performedon labeling depictionwe look at how our testsetnameswere labeled.“labels

correct” refers to the percentage of nameghatwere correctlylabeled,“IN correct” refers

to thepercentage of IN nameghatwere correctlylabeled,”"OUT correct” refeisto theper

centgge of OUT nameghat were correctly labeled.Thebaseline gur e givesthe accuiacy
of labeling all namesas IN. Incorporating both our Naive Bayesand MaximumEntropy
language modelamprove labelingsigni cantly. Aswith thefacesthemaximumiikelihood
procedue performsbetterthan EM. Namesthat are mostoftenmislabeledare thosethat
appearneartheendof thecaptionor in contetsthat mostoftendenotepeoplewhoare not
pictured.

faces.As canbe seenin table 1 the Naive Bayeslanguagemodellabeled77% of
thefacescorrectly while the maximumentrofy modellabeled78% correctly

Anothertestof a languagenodelis to seehow it performson text alone.To test
this, we handlabeledthe namesin 430 randomlyselectedcaptionswith “IN” if
the namewasdepictedin the correspondingictureand“OUT” if it wasnot. On
this evaluationset (without any knowledgeof the associatedmages),the Naive
Bayesmodel labeled84% of the namescorrectly while the Maximum Entropy
modellabeled86% of the namescorrectly (table2). Basedon thesetwo tests,we
concludethatthesemodelsperformapproximatelyequivalentlyon our dataset.

5.3 Wobrd + Facecontet

Givenoursuccessvith linguisticcontet, anothematuralstepis to incorporatecon-
text ontheimagesidein asimilarfashionto theway we usedanguageontext. For
example,onemight supposédhatafaceon theleft shouldbe givenhigherpriority
for assignmento a namethatis followed by “(L)” in the associateataption.To
modelimagecontext, we incorporateca maximumentrory modelof facecontext
given namecontext (P (context; 5cej CONteXt,ame ). The featureusedfor facecon-
text waslocationin theimage andfor namecontext thefeaturesvere®(L)”, “(R)”,
“left” and“right”. The maximumentrofy modelcorrectlylearnedthat“(L)” and
“left” weregoodindicatorsof the faceimagebeingon the left sideof theimage,
while “(R)” and“right” weregoodindicatorsof the faceimagebeingon theright
sideof theimage.
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However, incorporatingthis modelinto our clusteringschemehadlittle effect on
thecorrectnessf ourlabelinggonly increasingheaccurag by 0.3%).Thereasons
this might betrueare:1. Only about10% of all the namesexhibited thesecontext
cues2. Thenameswith thesecontect cuesarein generablreadycorrectlyassigned
by oursystemand3. Thesignalpresentn linking for example“left” andtheimage
beingontheleft sideof theimageis fairly noisy, makingtheir connectiortentatve.

6 Results

Someguestionsve mightaskaboutour systemare:How doesanalyzinglanguage
improve our faceclusteringresults?How well doesour learnednaturallanguage
classi er work on text alone?How well doesEM compareto usingthe maximal
assignmenprocedure?

6.1 FaceClassi cationwith a Languaye Model

We greatlyimprove our facelabelingaccurag by incorporatinga naturallanguage
systemto modelnamecontext. To evaluatehow muchlanguagecontect helpsour
clustering,we usethe evaluationsetupdescribedn section4.3. Our evaluation
setconsistsof 1000randomlyselectedacesthat have beenhandlabeledwith the
correctnames(or "NULL” if the personwas not namedin the captionor if the
namedentity recognizerfailed to extract the correctname).On this setof faces,
incorporatingalanguagenodelincreasesur labelingaccurag from 67%without
the linguistic context model,to 78% usingour modelof context (seetablel). We
also shav (table 1) that the two context modelswe implemented Naive Bayes
andMaximum Entropy, producevery similar results(77% and78% respectiely),
implying thatbothmodelsarefairly goodmodelsof namecontext.

By learningbothalanguageandappearancenodel,we areableto achiese greater
performancehanusingeitherlanguageor vision alone.This pointsto the power of
multi-modaldatathat allows usto exploit the combinedinformation provided by
eachsourceto attainbetterresults.

6.2 Depictionldenti cation in Text

Onepleasingoby-productof our clusteringis a naturallanguageclassi er (the con-
text modelproducedby our system)We canevaluatethis classi er ontext in iso-
lation without an associategbicture. To evaluateour context model,we createan
evaluationset consistingof 430 randomlychosencaptionsfrom our datasetWe
handlabelthesecaptionsaccordingo which namesaredepicted“IN”) andwhich
arenot(“OUT"). By lookingathow ournaturallanguagelassi erlabelsthenames
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within thesecaptionswe canjudgethe power of our learnednamedentity classi-
er.

Figure 10 shovs someexamplecaptionslabeledusingthe leanredMaximum En-
tropy Context model. In table 2, we showv error ratesfor classi cation of names
(classi ed as picturedor not pictured)usingour two context models,Maximum
Entropy and Naive Bayes.The Maximum Entropy context modelcorrectlylabels
86% of thenamesandthe Naive Bayescontext model84%,while thebaselingla-
belingeveryoneas“IN”) hasaclassi cationaccurag of 67%.Similarly to theface
classi cationtask,thetwo modelsperformwith approximateljthe sameaccurag,
thoughthe Maximum Entrop/ modelagainhasa slight advantageover the Naive
Bayesmodel.

6.3 EMvsMM

For missingdataproblemsEM is usuallythe preferredchoice.However, we have
obseredthatchoosingthe maximumlik elihoodassignmenhasa large advantage
over computinganexpectation As canbe seenn table1 andtable2, the maximal
assignmenprocedurdMM) outperform<EM in bothtasks For facelabeling, MM
labels 77% of the facescorrectly while EM only labels72% correctly For text
labeling,MM labels84% of the namescorrectlywhile EM labels76% correctly
For our task,usinga hardclusteringprocedurg MM) hasa clearadvantageover
the softassignmenof EM.

6.4 Initial recanitiontests

We have performedsereral baselinerecognitiontestson a groundtruth subsetof
ourrecti ed faceimagesconsistingof 3,076faces(241individualswith 5 or more
faceimagesperindividual). The clusterof facesfor eachindividualwereusedand
handcleanedto remove erroneouslylabeledfaces.Half of the individuals were
usedfor training,andhalf for testing.Two commonbaselinegor facerecognition
datasetsarePCA andPCA followedby LDA. Onthetestportionof this set,using
the rst 100 basisvectorsfound by PCA on the croppedfaceregion with a 1-
NearestNeighborClassi er givesrecognitiorrates.of 9.4% 1.1%usingagallery
setof one faceper individual, 12.4% 0.6% using a gallery of two facesper
individual,and15.4% 1.1%usingagallerysetof threefacesperindividual.

Using the rst 50 basisvectorsof LDA computedon the PCA vectorsincreases
theaccurag to: 17% 2.4%for agalleryof onefaceperindividual,23% 1.9%
for a gallery of two facesper individual and 27.4% 2.6% for a gallery of 3
facegperindividual. Thesenumbersarequite a bit lower thanthe 80-90%baseline
recognitionratesquotedfor mostdatasetssuggestinghat our faceimagesarein
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factquite challengingandthatthey will be a usefuldatasefor training futureface
recognitionsystems.

7 Conclusion

We have automaticallyproduceda very large andrealisticfacedatasetonsisting
of 30,281faceswith roughly 3,000differentindividuals from news photographs
with associatedaptions.This datasettanbe usedfor further explorationof face
recognitionalgorithms.Using simple modelsfor imagesandtext, we areableto
createa fairly goodassignmenbf namego facesin our datasetBy incorporating
contectual information, this labelingis substantiallyimproved,demonstratinghat
words and picturescan be usedin tandemto produceresultsthat are betterthan
usingeithermediumalone.

Anotherproductof our systems awebinterfacethatorganizeghenewsin anovel
way, accordingo individualspresentn nens photographdJsersareableto browse
the news accordingto individual (Figure 11), bring up multiple photograph®f a
personandview the original news photographsandassociatedaptionsfeaturing
thatperson.

We canusethe languageand appearancenodelslearnedby our systemto label
novel imagesor text in isolation. By learningthesemodelsin concert,we boost
theamountof informationavailablefrom eithertheimagesandtext alone.Thisin-

creasesheperformanceower of ourlearnednodels We have conclusvely shovn

that by incorporatinglanguagenformationwe canimprove a vision task,namely
automatidabelingof facesn images.
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