\section{Transport}

\label{sec:transport}

The transport layer is responsible for the actual transmission of requests and responses over network transports. This includes determination of the connection to use for a request or response, in the case of connection oriented transports.

The transport layer is responsible for managing any persistent connections (for transports like TCP, TLS and SCTP) including ones it opened, as well as ones opened to it. This includes connections opened by the client or server transports, so that connections are shared between client and server transport functions. It is {\RECOMMENDED} that connections be kept open for some implementation defined time after the last message was sent or received over that connection. This time {\SHOULD} be at least 16 seconds in order to ensure with high probability that responses can be sent over the same connection a request was sent. 

All SIP elements {\MUST} support UDP at a minimum.

\subsection{Clients}

\label{sec:transport:clients}

\subsubsection{Sending Requests}

\label{sec:transport:clients:sending}

The client side of the transport layer is responsible for sending the request and receiving responses. The user of the transport layer passes the client transport the request, an IP address, port, transport, and possibly TTL for multicast destinations.

A client that sends a request to a multicast address {\MUST} add the ``\header{maddr}'' parameter to its \header{Via} header field, and {\SHOULD} add the ``\header{ttl}'' parameter.  (In that case, the \header{maddr} parameter {\SHOULD} contain the destination multicast address, although under exceptional circumstances it {\MAY} contain a unicast address.) Requests sent to multicast groups {\SHOULD} be scoped to ensure that they are not forwarded beyond the administrative domain to which they were targeted. This scooping {\MAY} be done with either TTL or administrative scopes \cite{rfc2365}, depending on what is implemented in the network.

It is important to note that the layers above the transport layer do not operate differently for multicast as opposed to unicast requests. This means that SIP treats multicast more like anycast, assuming that there is a single recipient generating responses to requests. If this is not the case, the first response will end up ``winning'', based on the client transaction rules. Any other responses from different UA will appear as retransmissions and be discarded. This limits the utility of multicast to cases where an anycast type of function is desired, such as registrations. 

\motivation{OPEN ISSUE \#7: This is a proposed resolution to whether or not multicast should be removed entirely.}

Before a request is sent, the client transport {\MUST} insert a value of the sent-by field into the \header{Via} header. This field contains an IP address or host name, and port. In certain cases discussed in Section \ref{sec:transport:servers:sending}, this IP address and port are used to construct a SIP URL for sending the response. The transport layer {\MUST} be prepared to receive incoming connections (and receive responses sent over such connections) on any IP addresses and ports that this SIP URL might resolve to using the procedures defined in Section \ref{sec:srv}. The transport layer {\MUST} also be prepared to receive an incoming connection on the source IP address that the request was sent from, and port number in the sent-by field. The client transport {\MUST} also be prepared to receive the response on the same connection used to send the request. 

For unreliable unicast transports, the client transport {\MUST} be prepared to receive responses on the source IP address that the request is sent from (as responses are sent back to the source address), but the port number in the sent-by field. Furthermore, as with reliable transports, in certain cases the IP address and port are used to construct a URL for sending the response. The client transport {\MUST} be prepared to receive responses on any IP address/port combinations that this SIP URL might resolve to using the procedures of Section \ref{sec:srv}. 

For multicast, the client transport {\MUST} be prepared to receive responses on the same multicast group and port that the request is sent to.

If a request is destined to an IP address, port, and transport to which an existing connection is open, it is {\RECOMMENDED} that this connection be used to send the request, but another connection {\MAY} be opened and used. 

If a request is sent using multicast, it is sent to the group address, port, and TTL provided by the transport user. If a request is sent using unicast unreliable transports, it is sent to the IP address and port provided by the transport user.

\subsubsection{Receiving Responses}

\label{sec:transport:clients:receiving}

When a response is received, the client transport examines the top \header{Via} header. If the value of the sent-by parameter in that header does not correspond to a value that the client transport is configured to insert into requests, the response {\MUST} be rejected.

If there are any client transactions in existence, the client transport uses the matching procedures of Section \ref{sec:transactions:client:match} to attempt to match the response to an existing transaction. If there is a match, the response {\MUST} be passed to that transaction. Otherwise, the response {\MUST} be passed to the core (whether it be stateless proxy, stateful proxy, or UA) for further processing. Handling of these ``stray'' responses is dependent on the core (a stateless proxy will forward all responses, for example).

\subsection{Servers}

\label{sec:transport:servers}

\subsubsection{Receiving Requests}

\label{sec:transport:servers:receiving}

When the server transport receives a request over any transport, it {\MUST} 

examine the value of the sent-by parameter in the top \header{Via} header field. If the host portion of the sent-by parameter contains a domain name, or if it contains an IP

address that differs from the packet source address, the server

{\MUST} add a ``\header{received}'' attribute to that \header{Via}

header field. This attribute {\MUST} contain the source address that the packet was received from. This is to assist the server transport layer in sending the response, since it must be sent to the source IP address that the request came from.

Consider a request received by the server transport which looks like, in part:

\begin{verbatim}

  INVITE sip:bob@Biloxi.com SIP/2.0

  Via: SIP/2.0/UDP bobspc.biloxi.com:5060

\end{verbatim}

The request is received with a source IP address of 1.2.3.4. Before passing the request up, the transport would add a received parameter, so that the request would look like, in part:

\begin{verbatim}

  INVITE sip:bob@Biloxi.com SIP/2.0

  Via: SIP/2.0/UDP bobspc.biloxi.com:5060

\end{verbatim}

Next, the client transport attempts to match the request to the client transaction. It does so using the matching rules described in Section \ref{sec:transactions:server:match}. If a matching server transaction is found, the request is passed to that transaction for processing. If no match is found, the request is passed to the core, which may decide to construct a new server transaction for that request.

\subsubsection{Sending Responses}

\label{sec:transport:servers:sending}

The server transport uses the value of the top Via header in order to determine

where to send a response. It {\MUST} follow the following process:

\begin{itemize}

\item If the ``\header{sent-protocol}'' is a reliable transport protocol

such as TCP, TLS or SCTP, the response {\MUST} be sent using the existing 

connection to the source of the original request that created the transaction, if that connection is still open. This does require the server transport to maintain an association between server transactions and transport connections. If that connection is

no longer open, the server {\MAY} open a connection to the IP address in the \header{received}

parameter, if present, using the port

in the \header{sent-by} value, or the default port for that transport, if no port is specified (5060 for UDP and TCP, 5061 for TLS and SSL). If that

connection attempt fails, the server {\SHOULD} construct a SIP URL of the form

``sip:<sent-by host>;transport=<sent-protocol>'' and then use the

procedures defined in Section \ref{sec:srv} to determine the IP

address and port to open the connection and send the response to. 

\item Otherwise, if the \header{Via} header field contains a

``\header{maddr}'' parameter, forward the response to the address listed

there, using the port indicated in ``\header{sent-by}'', or port 5060 if

none is present.  If the address is a multicast address, the response

{\SHOULD} be sent using the TTL indicated in the ``\header{ttl}''

parameter, or with a TTL of 1 if that parameter is not present. 

\item Otherwise (for unreliable unicast transports), if the top \header{Via} has a \header{received} parameter, send the response to the address in

the ``\header{received}'' parameter, using the port indicated in the

``\header{sent-by}'' value, or using port 5060 if none is specified

explicitly. If this fails, e.g., elicits an ICMP ``port unreachable''

response, send the response to the address in the ``\header{sent-by}''

parameter. The address to send to is determined by constructing a SIP

URL of the form ``sip:<sent-by>'', and then using the DNS procedures

defined in Section \ref{sec:srv} to send the response.

\item Otherwise, if it is not receiver-tagged, send the response to the

address indicated by the ``\header{sent-by}'' value.

\end{itemize}

\subsection{Error Handling}

\label{sec:transport:error}

Error handling is independent of whether the message was a request or response.

If the transport user asks for a message to be sent over an unreliable transport, and the result is an ICMP error, the behavior depends on the type of ICMP error. A host, network, port or protocol unreachable errors, or parameter problem errors {\SHOULD} cause the transport layer to inform the transport user of a failure in sending. Source quench and TTL exceeded ICMP errors {\SHOULD} be ignored.

If the transport user asks for a request to be sent over a reliable transport, and the result is a connection failure, the transport layer {\SHOULD} inform the transport user of a failure in sending.

