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1. Is the ‘recursive’ attribute mandatory in all <findService> queries?

Is the ‘recursive’ attribute mandatory only in <findService> civic queries?

Is the ‘recursive’ attribute optional in <findService> queries?

Currently, the ‘recursive’ attribute is not shown in Figure 2 (<findService> geodetic query), but is included in Figure 4 (<findService> civic query).

2. If a ‘recursive’ attribute is included in a <findService> query, must a <via> always be present in the associated response?

Figure 4 includes a ‘recursive’ attribute in the query, but Figure 5, which shows the associated response does not include a <via> element.  Also, the text in Section 6.4.1 specifies that responses to iterative queries contain one <via> element, while responses to recursive queries will have a <via> element for each server that was used in the resolution.
3. If the query originator sets the ‘recursive’ attribute in a <findService> query message to “true,” and the LoST server cannot answer the query and has nowhere to forward the query to (i.e., the LoST server does not have any arrangements with any other LoST servers to provide assistance under this type of failure scenario), should the LoST server treat the query as an iterative query (i.e., return an <iterativeSearchExhausted> message)?
4. The <findServiceResponse> message in Figure 6 includes some elements that were not identified in the ‘include’ attribute of the <findService> query (e.g., displayName, serviceBoundary). Is this a typo?  Also, this example includes a ‘recursive’ attribute in the query, but there is not via in the response.  Should the <via> element be present in the response?

5. There seem to be some inconsistencies in Figure 12 between the information being requested in the <findService> query and the information provided in the <findServiceResponse> message.  The query requests the uri and serviceNumber.  The response provides <displayName>, <service>, and <serviceBoundary>, and does not provide <serviceNumber>.  I assume the author intended the query to include a request for serviceBoundary, but this raises a question.  If the query originator did not request serviceBoundary information, and provided location using two different profiles (as is illustrated in Figure 12), and the server did not understand the non-baseline profile, would the server still communicate the locationProfileError, even if it was not returning location information (in the form of a serviceBoundary) itself?

6. There seems to be text missing from the last sentence of the first paragraph in Section 10.  The text begins to talk about errors that are labeled as fatal, but then the text just stops.  The sentence fragment either needs to be completed or deleted.
Also, the text in Section 10.2 says that the errors described in this section “may be generated by referent LoST serve[r]s queried on behalf of seekers by a resolving LoST server.”  This seems to imply that these would be error indications that would be received by the resolving LoST server.  I assume that these would be passed back to the query originator by the resolving LoST server.  Also, I assume that if the LoST server is both the resolving and the responding LoST server, that it would generate these error messages and pass them back to the query originator (possibly with the exception of the serverError element which seems to only apply to an error indication that a resolving LoST server would receive from a responding LoST server).  Is this correct?

Analysis of the Impact of draft-ietf-ecrit-lost-02 on Issues Currently Identified in the Issues Tracking Document

· Issue 1 - Need to Identify Query Originator

Identification of the query originator is critical to the determination of the routing information that will be returned in response to a routing query from an i3 Solution element.  While the current direction within IETF seems to be to rely on the authentication process as the means by which the LoST server can identify the originator of a routing query, there is nothing in Issue 2 of the LoST draft specification that discusses this need or the mechanism for addressing it.

· Issue 2 - Inclusion of Validate Attribute in Real-Time Routing Query

Issue 2 of the draft LoST specification has replaced the Validate Attribute with an indicator that specifies what information the query originator is requesting from the LoST server.  If the query originator wants validation done on the location information provided in the query, it can specify in the ‘include’ attribute that it wants to know which elements in the location were “valid,” “invalid” and/or “unchecked.”  For real-time queries to determine the routing of an emergency session, this information can be omitted from the ‘include’ attribute by the query originator.  This gives the query originator more flexibility to tailor the query to its needs.  From the perspective of the LoST server, if the LoST server is a “routing-only” server (i.e., it does not support address validation), and therefore does not understand the element names “valid,” “invalid,” and “unchecked,” Section 6.3.4 of the document specifies that the server can “ignore any element names that it doesn’t understand.”  (Note this assumes that the routing-only LoST server supports only iterative resolution, or that the query originator specifies “recursive = false” in the query. Alternatively, the routing-only server could interact with a validation server that could respond to the request for “valid,” “invalid,” or “unchecked” information.) Thus the updated version of the draft LoST specification provides the server with some desirable flexibility as well. 
· Issue 3 - Mandatory vs. Optional Parameters in LoST Response
Section 1 of draft-ietf-ecrit-lost-02 specifies that additional information beyond the URI (e.g., “hints about the service boundary”) in a response to from a LoST server is viewed as optional.  This seems to imply that all queries must, at a minimum, identify “uri” as an element in the ‘include’ attribute, and that query originators should not treat the absence of other optional information in a LoST response as an error (even if the information was identified in the ‘include’ attribute in the query).  The updated draft LoST specification seems to provide the desired level of flexibility identified in discussions of the LTD WG.

· Issue 4 - LoST as an Asynchronous vs. Synchronous Protocol in the Context of ECRF Interactions
Issue 4 of the Issues Tracking Document addresses a need that stems from the ability for ESRP-to-ECRF interactions to be viewed as asynchronous. If the model used for ESRP-to-ECRF interactions is asynchronous, there will need to be sufficient information in the query and response messages to allow the ESRP to coordinate the responses it receives with the query messages it sent out related to different emergency session requests.  Draft-ietf-ecrit-lost-02 does not really address this issue, nor does it support the inclusion of elements that might be used for query/response correlation (e.g., Message ID).
