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Abstract
Recentprogressin themeasurementof surfacere�ectancehascre-
ateda demandfor non-parametricappearancerepresentationsthat
areaccurate,compact,andeasyto usefor rendering.Anothercru-
cial goal,whichhassofar receivedlittle attention,is editability: for
practicaluse,we mustbe ableto changeboth the directionaland
spatialbehavior of surfacere�ectance(e.g.,makingonematerial
shinier, anothermoreanisotropic,andchangingthespatial“texture
maps” indicatingwhereeachmaterialappears).We introducean
InverseShadeTreeframework thatprovidesa generalapproachto
estimatingthe “leaves” of a user-speci�ed shadetree from high-
dimensionalmeasureddatasetsof appearance.Theseleaves are
sampled1- and2-dimensionalfunctionsthat captureboth the di-
rectionalbehavior of individual materialsandtheir spatialmixing
patterns.In orderto computetheseshadetreesautomatically, we
map the problemto matrix factorizationand introducea �e xible
new algorithm that allows for constraintssuchas non-negativity,
sparsity, andenergy conservation. Although we cannotinfer ev-
ery typeof shadetree,we demonstratetheability to reducemulti-
gigabytemeasureddatasetsof the Spatially-Varying Bidirectional
Re�ectanceDistribution Function(SVBRDF) into a compactrep-
resentationthatmaybeeditedin realtime.

Keywords: Light Re�ection Models, Non-Parametric, Data-
Driven,Matrix Factorization,SVBRDF, BRDF

1 Introduction
Theuseof measuredsurfacere�ectancehasthepotentialto bring
new levels of photorealismto renderingsof complex materials.
Suchdatasetsarebecomingcommon,with recentwork on acquir-
ing densemeasurementsof both individual materials[Marschner
et al. 1999; Matusik et al. 2003] and spatially-dependentre-
�ectance [Danaet al. 1999;McAllister 2002; Lenschet al. 2003;
Han and Perlin 2003; Marschneret al. 2005]. The availability
of suchdata,however, hashighlightedthe dif�culty of represent-
ing complex materialsaccuratelyusing conventionalanalytic re-
�ectance models[Ngan et al. 2005]. Non-parametricrepresenta-
tions provide greateraccuracy andgenerality, but so far have not
incorporatedthe importantdesigngoal of editability. That is, in
orderto beusefulin a practicalproductionpipeline,anappearance
representationmustlet thedesignerchangeboththespatialanddi-
rectionalbehavior of surfacere�ectance. This paperproposesa
compacttree-basedrepresentation(Figure1) thatprovidestheintu-
itive editability of parametricmodelswhile retainingtheaccuracy
and�e xibility of generallineardecompositionmethods.

The conceptof composinga complex shadingfunction from a
tree-structuredcollectionof simpler functionsandmaskswas in-
troducedin the seminal“shadetrees”work of Cook [1984]. We
developanInverseShadeTree(IST) framework thattakesasinput
a measuredappearancedatasetanda (user-supplied)treestructure,
and�lls in theleavesof thetree.In ourtrees,theleavesaresampled
curvesandmaps(i.e.,1-D and2-D) representingintuitiveconcepts
suchasspecularhighlight shapeor texture maps. They arecom-
bined at interior nodes,of which the most commonis a sum-of-
products“mixing” node(othernodetypesconsideredin this paper
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Figure 1: Weintroducea non-parametricframework for decomposingmea-
sured SVBRDFdata into a set of (a) spatially-varyingblending weight
mapsand (b) basisBRDFs. ThebasisBRDFsare factored into sampled
2D functionscorrespondingto (c) specularand (d) diffuse components
of re�ectance(we show lit spheres rendered with thesefactors, not the
2D factors). These2D functionsare further decomposedinto (e & f) 1D
curves.In additionto providing accurateinteractiverenderingof theorigi-
nal SVBRDF, this representationalsosupportseditingeither(a0) thespatial
distribution of thecomponentmaterialsor (b0) individual materialproper-
ties.Thelatter is accomplishedbyediting(e0& f 0) thesampledcurves.
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includenormalandtangentmaps,aswell ascompositingoperations
suchas“over”). For example,in the �rst level of the treein Fig-
ure1, theSpatially-VaryingBidirectionalRe�ectanceDistribution
Functionor SVBRDFis composedof a sumof productsof spatial
mixing weights(a) andbasisBRDFs(b). The IST decomposition
proceedstop-down, at eachstagedecomposingthecurrentdataset
accordingto thetypeof nodeencounteredin thetree.

The editability of the resultingshadetreesdependson having
their leavescorrespondto piecesthataremeaningfulto theuser. For
example,whendecomposinganSVBRDF, wewouldliketheresult-
ing BRDFsto correspondto our intuitivenotionof separatemateri-
als,insteadof beingarbitrarylinearcombinations.For this reason,
thispaperfocusesonthe“unmixing” problem,showing how to map
it to matrix factorization(Section4). We introduce�e xible algo-
rithms basedon linear constrainedleastsquaresthat aredesigned
to produceintuitive decompositions.Thesealgorithmscanincor-
porateconstraintssuchasnon-negativity, andprovide controlover
thesparsityin thedecomposition(resultingin acontinuoustradeoff
betweenpurefactorizationandclustering).As comparedto exist-
ing methods,wemaintainaccuracy while producingeditableparts-
basedseparations.Whentheoriginal functionis a SVBRDF, these
“parts” correspondto different materials;when the function is a
BRDF, these“parts” correspondto differentscatteringphenomena,
suchasdiffusere�ection, specularity, or back-scattering.In addi-
tion, our algorithmsincorporatedomain-speci�cconstraintssuch
asenergy conservation,anddealwith practicalissuessuchaslarge
datasetsandcon�denceweighting. We expectthesetechniquesto
be generallyapplicableto datadimensionalityreductionapplica-
tions,beyondthetaskof materialrepresentationaddressedhere.

We explore inverseshadetreesin a prototypesystemthat be-
ginswith denselymeasuredspatially-varyingre�ectance(with raw
datasetsizesof severalgigabytes),andgeneratescompactandintu-
itive trees.We demonstratethattheresultingtreespermitreal-time
non-parametricediting(Section6) of materialsandtheirspatialdis-
tribution,andanalyzetheaccuracy (Section7) of boththematerial
separationandBRDF decompositionstages.

2 Relationship to Previous Work
Parametric Models for Re�ectance: Fitting analyticre�ectance
modelsto data has beena widely-adoptedapproach,and some
modelswere in fact developedspeci�cally for �tting to measure-
ments[Ward 1992; Lafortune et al. 1997]. Thus, one possible
representationof a measuredSVBRDF is a collectionof analytic
BRDFparametersateachsurfacelocation[McAllister 2002;Gard-
neret al. 2003]. Sucha representationprovidesfor easyeditingof
materials,andwith theadditionof a clusteringstep[Lenschet al.
2003] allows editing a singlematerialeverywhereit appearson a
surface.

Theseapproaches,however, have several key drawbacks. Re-
ducingadensesetof measurementsto ahandfulof parametersmay
introducesigni�cant error[Nganetal. 2005].Moreover, it requires
non-linearoptimization,which is computationallyexpensive and
numericallyunstable.Finally, clusteringthe valuesof the BRDF
parameters[Lenschetal. 2003]doesnotgenerateadesirablesepa-
rationof thecomponentmaterialsin thepresenceof blendingonthe
surface(even,in somecases,thetrivial pixel-level blendingpresent
at antialiasedmaterialedges).This is bothbecausetheproblemis
underconstrainedandbecausetheparametersof mostBRDF mod-
elsarenot linearly related.

Thework of Goldmanet al. [2005] is mostsimilar to our own.
They �t a convex combinationof two analyticBRDFs(alongwith
surfacenormals)at eachsurfacelocation. This resultsin a sparse,
non-negative representation,althoughtheir sparsityconstraintis
lessgeneralthantheonewe introducein Section4.2.2.Moreover,
they usean isotropicWardBRDF modelwhich is morerestrictive
thanour data-drivenapproach.

In thispaper, wesolvethematerialseparationproblemusingthe
measurementsdirectly, before�tting any secondarymodelsto indi-
vidualBRDFs.Thisallows for arbitraryblendingof materials,giv-
ing correctresultswhenparametricapproachesfail (seeSection7
for acomparisonof accuracy). In addition,weuseanon-parametric

representationof BRDFsbasedon a small setof intuitive curves,
providing bothgeneralityandgreateraccuracy for someclassesof
materialsthatexhibit anisotropy or retrore�ection.
Non-Parametric Models and Matrix Decomposition: Non-
parametric approaches, including basis function decomposi-
tion [Dana et al. 1999] and standardmatrix rank-reductionalgo-
rithms suchasPCA, can retain high �delity to the original data.
In the context of appearancerepresentation,researchershave ex-
ploreda varietyof rankreductionalgorithms,includingvariantsof
PCA [Kautz andMcCool 1999; Furukawa et al. 2002; Vasilescu
andTerzopoulos2004],homomorphicfactorization[McCool et al.
2001], ICA [Tsumuraet al. 2003],k-meansclustering[Leungand
Malik 2001], andNMF [Chenet al. 2002; Lawrenceet al. 2004;
Peerset al. 2006].

Thoughour approachalsofalls in thecategory of dimensional-
ity reduction,we build on prior work by performinga multi-level
sequenceof decompositions,ratherthan just a single one. More
importantly, motivatedby an evaluationof existing methods,we
introducea setof new matrix factorizationalgorithms(Section4)
speci�cally designedto provide editabledecompositions,a crite-
rion for which existingmethodsarenotoptimized.
Non-Parametric Material Editing: A data-driven approachto
BRDFeditinghasbeenproposedby Matusiketal. [2003],in which
a user labelsdirections(e.g., “shininess”, “rustiness”,etc.) in a
high-dimensionalspaceof measuredmaterials.The large number
of materials,andthe uncompressedrepresentationof eachBRDF,
contributeto largestoragerequirementsandinhibit interactivecon-
trol. Thoughour BRDF editingsystemis alsobasedon measured
data,we provide for direct manipulationof curvescontrolling the
re�ectanceinsteadof focusingon higher-level behaviors. In addi-
tion, ourcompressedrepresentationandinteractive rendererpermit
real-timemanipulationof materials,includingspatialvariation.

To ourknowledge,only two systemshavedemonstratedmaterial
editing via direct manipulationof low-dimensionalfactorsof the
BRDF [Ashikhmin et al. 2000;Jaroszkiewicz andMcCool 2003].
In thesesystemstheusereditsa 2D image,which is thenusedasa
componentin aparametricor homomorphic-factoredBRDFmodel.
We generalizethis by allowing interactive control over all the 1D
and2D factorsnecessaryto specifya full SVBRDF.

3 System Overview
Although the shadetree framework could in principle represent
many typesof appearancedata,including BTFs, BSSRDFs,light
�elds, andtime-varyingtextures,this paperfocuseson SVBRDFs.
Hereweprovideabrief overview of our full pipeline,rangingfrom
measurementthroughrepresentation,rendering,andediting.
AppearanceAcquisition: We useda sphericalgantrywith com-
puter control over cameraand light sourcedirection [Marschner
etal. 2005]to recorda setof high-dynamic-rangeimagesof planar
sampleswith spatially-varying materialundermany illumination
and view directions. The choiceto measuremostly-planarsam-
plessimpli�ed the calibrationandregistration,but the techniques
presentedhereapply to arbitrarygeometry. We acquired� ve dif-
ferentSVBRDFsthat includelayeredmaterials,anisotropy, retro-
re�ection, andspatially-varyingnormalandtangentdirections1.

After geometricandphotometriccalibration,the imagesarere-
projectedontothebest-�t planeof thesurfaces,yielding a uniform
spatialsampling(atapproximately500� 500points)of re�ectance
measurements.BecausetheSVBRDFis a functionof six variables
(i.e., it canbewritten S(u;v;wi ;wo; l ), wherel is discretizedinto
RGB or HSV bands),samplingthe illumination and view direc-
tionsuniformly anddenselyis impractical.Therefore,we sampled
theforward-andbackward-scatteringlobesof there�ectancemore
denselythan the other regions of the domain,yielding a total of
between2,000and6,000re�ectancemeasurementsfor eachpoint
on thesurface.Thescattereddataareconceptuallyresampledonto
a uniform grid usingthe push-pullalgorithm[Gortler et al. 1996]
with a Gaussianreconstructionkernel (as we shall seelater, we
avoid a completereconstructionby usinga subsamplingmethod).

1Completedatasetavailableat: http://ist.cs.princeton.e du
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Figure 2: We cast the SVBRDFdecompositiondepictedin Tree1 as the
factorizationof a matrix. (a) High-dynamicrange images of a SVBRDF
capturedwith a sphericalgantryare (b) organizedinto a matrix with rows
that vary along spatial positionandcolumnsthat vary along incidentand
outgoingangles.Thismatrix is factored into theouterproductof (c) func-
tionsof spatialposition(“blending weights”) and(d) functionsof incident
and re�ecteddirections(i.e., “basis BRDFs” in tabular form). In this ex-
ample, wefactor theSVBRDFof a holidaygreetingcard into four terms.

Decomposition: Weproduceashadetreewith aseriesof decom-
positionsof theSVBRDFand,usingthesamealgorithms,thecom-
ponentBRDFs.For example,considerFigure1(top),which shows
a few imagesfrom adensesetof measurementsof theSVBRDFof
an anisotropicwallpapersample.The �rst level of our decompo-
sition separatestheSVBRDFinto 4D functionsthatdependon di-
rectionsof incidenceandre�ection (“basisBRDFs,” shown in Fig-
ure1b aslit spheres)and2D functionsof spatialposition(“blend-
ing weights,” shown in Figure1a).Werepresentthedecomposition
with this treediagram:

Tree1: S(u;v;wi ;wo; l )
#
å

. &

 


. & . &
T1(u;v) r 1(wi ;wo; l ) T2 r 2

Note that we have chosento associatecolor (i.e., l ) with the
BRDFs. However, if it weremoreconvenientfor laterediting,we
could have associatedcolor with the spatialblendingweightsin-
stead,resultingin a color textureandcolorlessbasisBRDFs.

Although we have reducedthe size of the original SVBRDF,
thesebasisBRDFsarestill tabularrepresentationsof a4D function,
makingthemunsuitablefor interactive renderingor editing.To ad-
dressthis,we furtherreducethebasismaterialsthrougha seriesof
decompositionsinto 2D functionsandeventually into 1D curves.
Althoughwe introducethesedecompositionsin thecontext of rep-
resentingthematerialscontainedwithin a SVBRDF, they provide,
in general,aneditablenon-parametricrepresentationof theBRDF.

For the examplein Figure1, eachbasisBRDF is decomposed
into two terms,eachaproductof 2D functionsof half (wh) anddif-
ference(wd) angles[Rusinkiewicz 1998].For theshiny goldmate-
rial, onetermcorrespondsroughlyto thespecularcomponentof the
re�ectance(Figure1c),while theotherrepresentsnear-Lambertian
diffuse(Figure1d). For improvededitability, wemayfurtherfactor
the2D functionsinto productsof 1D curvesde�ned on thecorre-
spondingelevationandazimuthalangles(Figures1eandf):
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#

Reparameterization
#
å

. &

 


. & . &
fd(wh) gd(wd; l ) fs(wh) gs(wd; l )


 
 
 

. & . & . & . &

sd(qh) rd(f h) sd(qd; l ) rd(f d) ss(qh) rs(f h) ss(qd; l ) rs(f d)

( (•
# Lobes

(
• 2•

h

• d

( (
• d

•
h

f1 f2

(g1
g2

(a) (b) (c) (d)
Figure 3: We castthe BRDFdecompositionin Tree2 to matrix factoriza-
tion. Each (a) tabular BRDF(shownasa lit sphere) is (b) re-parameterized
and thenrasterizedinto a matrix with rowsthat vary along the half-angle
andcolumnsthat vary with difference-angle. We factor this matrix into (c)
functionsof thehalf-angleand(d) functionsof thedifferenceangle.

While thedecompositioninto 1D curvesresultsin a simplerrepre-
sentationandis desirablefor isotropicBRDFs(whichareinvariant
to f h), we have found that it may reduceaccuracy for somecom-
plex anisotropicmaterials.In thesecases,we terminatethedecom-
positiononelevel higher, resultingin 2D mapsresemblingthoseof
Ashikhminet al. [2000]andNganet al. [2005].

Rendering and Editing: The measuredmaterialsmay now be
renderedby re-composingthe shadetreesin a pixel shader;this
providesinteractive feedbackduringediting. In mostcases,the1D
functionsor curvesat theleavesof thetreecorrespondnaturallyto
physicalphenomenacontrolledby parametersin existing analytic
models.For example,thess(qh) curve is relatedto thedistribution
of microfacetson the surface,andhencedeterminesthe shapeof
thespecularhighlight. Thess(qd; l ) curve describesthebehavior
of the specularlobe as the view directionmovesfrom normal in-
cidenceto grazing,capturingFresneleffectssuchascolor shifts,
increasedspecularre�ection, and a reduceddiffuse term. Color
variation, suchas in ss(qd; l ), can be representedwith separate
curvesfor eachRGB color component(Figure1f), or in an alter-
natecolorspacesuchasHSV.

4 Algorithms for Matrix Factorization

We can cast the tree-structureddecompositionsdescribedprevi-
ously as a sequenceof matrix factorizations. At the top-level
(Tree1), we organizesamplesof a SVBRDF into a matrix that is
factoredinto theouterproductof 2D blendingweightsand4D basis
BRDFs(seeFigure2). At thesecond-level (Tree2), wedecompose
eachbasisBRDFinto appropriate2D factorsby computinganother
matrix factorization(seeFigure3).

Therearea variety of algorithmsavailablefor computingthese
factorizations.In Section4.1,wecompareexistingapproachesand
discusstheconditionsunderwhich they fail to provide a meaning-
ful decomposition.In Section4.2, we introducea new factoriza-
tion algorithmbasedon linearly constrainedoptimizationthat im-
provestheseparationin challengingcases.Onekey bene�t of this
new algorithmis thatit canincorporatedomain-speci�cconstraints
for decomposingappearancedata(Section4.3). Lastly, we address
practicalconsiderationsrelatedto scatteredinputdataandmatrices
whosesizesexceedthecapacityof mainmemory(Section4.4).

We will adoptthe notationof [Lee andSeung2000] to discuss
matrix factorizations.Speci�cally, a n � m input matrix V is ap-
proximatedastheproductof an� k matrixW andak� mmatrixH
(V � WH). Rankreductionoccurswhenk is smallerthann andm,
andwearemostinterestedin casesof extremecompression(e.g.,n
andm arehundredsor thousands,while k is between1 and5). We
considerfactorizationsthatminimizetheEuclideanerror,

kV � WHk2 = å
i j

�
Vi j � (WH) i j

� 2: (1)

To begin, wefocusonSVBRDFdecomposition,sothattheoriginal
datais in matrix V andthe mixing weightsandbasisBRDFsend
up in W andH, respectively. Later, we will considerBRDFs,and
W andH hold sampledhalf-angleanddifference-anglemaps.
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Original Images

IdealDecomposition

T1: silver foil T2: gold foil T3: bluepaper T4: white paper

Figure 4: Two images(originals are HDR) fromthe“Season's Greetings”
dataset,togetherwithhand-generatedmixingmasksthatwouldbeproduced
by an ideal decomposition.Noticethat theseparation is soft, with signi�-
cantblendingbetweenthegoldfoil andboththeblueandwhitepaper. Since
theblendingweightsin thebottomrow are colorlessscalars (thecolor for
thisshadetreeis in theBRDFs),weusegrayscaleimagesto visualizethem.

Algorithm Properties:
Groups Linear Positive Sparse

SVD / ICA Yes No No
Homomorphic No Yes No

Clustering No Yes Yes
NMF / pLSI Yes Yes No

OurMethod:ACLS Yes Yes Yes

Table1: Comparisonof matrix factorizationalgorithms.Existingmethods
do not satisfythe threepropertiesof linearity, positivity, and control over
sparsity, which arecritical for a meaningfuleditabledecomposition.

4.1 Evaluation of Existing Algorithms
We compareseveralclassesof factorizationalgorithmssuitablefor
accuratelyrepresentingmeasuredappearancedata,evaluatingtheir
performanceon theSeason's Greetingsdatasetshown in Figure4.
ThismeasuredSVBRDFis of aholidaygreetingcardwith four ma-
terials(blueandwhite paper, andgold andsilver foil), asshown in
theidealseparationatbottom.Notethatthematerialsaresmoothly
blendedover the surface. For example,the gold foil is presentin
differentamountsat theboundarybetweenthegold borderaround
the word “Season's” andthe paperbackground(Figure4, T2 and
T3). Also, the stripesin the backgroundwerecreatedby halfton-
ing thegold materialover thepaperbackground.This is visible as
spatialblendingbetweenmaterialsT2 andT4.

To representtheseeffects,while providing an editabledecom-
position,we have identi�ed threekey propertiesof a factorization
algorithm.First,it shouldallow for abasisconsistingof linearcom-
binationsof theinput to resolve theblendingof differentmaterials.
Second,thealgorithmshouldguaranteenon-negativity to produce
a physicallyplausibleresultandfavor parts-baseddecompositions.
Third, thealgorithmshouldprovide controlover thesparsityof the
solution, favoring a representationthat usesindividual materials,
wherepossible,to representtheSVBRDF(asopposedto blending
betweenmaterialsacrossthe entire surface). Table1 summarizes
thesepropertiesfor differentalgorithmclasses.

PCA/ICA: Two popularrank reductionalgorithmsarePrincipal
ComponentAnalysis (PCA) and IndependentComponentAnaly-
sis (ICA), alongwith extensionssuchasmultilinear tensorfactor-
ization [VasilescuandTerzopoulos2004]. Themainadvantageof
PCA is that it yields a global minimum of Equation1. However,
thesealgorithmsrecover a basisthat is orthonormal(for PCA) or
statisticallyindependent(for ICA). Theserestrictionsarenot suf�-
cientto produceameaningfuldescriptionof thedata.In particular,

PrincipalComponentAnalysis(RMS=0.016)

k-meanswith Re-projection(RMS=0.084)

Non-Negative Matrix Factorization(RMS=0.017)

T1 T2 T3 T4

Figure 5: Blending weights computedfrom the “Season's Greetings”
datasetusingthefactorizationalgorithmsdiscussedin Section4. For PCA,
thesetermsare visualizedas images where red and greencorrespondto
positiveandnegativevalueswith luminanceproportionalto themagnitude.
For k-meansand NMF, all valuesare non-negative and are visualizedas
grayscaleimages. Note that neitherPCA nor NMF provide a separation
of thedata into distinctpartssuitablefor editing. Althoughclusteringper-
formsbetter, it too fails to recover the desirable separation into the four
componentmaterialspresentin this sample(Figure 4,bottomrow). In par-
ticular, k-meansassignsboththegold andsilver foil to a singlecluster(T1)
andcombinesthegold foil andpaperinto a separateterm(T2).

they allow negativevaluesin W andH, resultingin arepresentation
whosetermscannotbeeditedindependently(Figure5, top).
Homomorphic Factorization: Introduced in the context of
representingnon-parametricBRDFs, Homomorphic Factoriza-
tion [McCool etal.2001],decomposesahigh-dimensionalfunction
into a singleproductof an arbitrarynumberof lower dimensional
functions.Althoughit cansupportanarbitrarynumberof factors,it
doesnotallow linearcombinations.Hence,thisalgorithmis notap-
propriatefor representingtheSVBRDFasa sumof productsof ba-
sismaterialsandspatialblendingweights,or decomposingaBRDF
into asumof diffuse,retrore�ective andspecularlobes.
Clustering: One popular method for clusteringdata is the k-
meansalgorithm [Hartigan and Wong 1979]. Like all clustering
algorithms,k-meanspartitionstheinput into disjoint sets,associat-
ing eachpoint with a representative point calledtheclustercenter.
This canbe interpretedasa factorizationof the SVBRDF, where
the clustercentersarestoredin the matrix H andW is computed
by re-projectingthedataontothis basis(usinggradientdescentfor
example). In our experiments,clusteringperformswell on input
with asmallbasisthatis well-separatedover thesurface.However,
whenthe SVBRDF exhibits blendingof its componentmaterials,
clusteringtypically fails to recover a usefulbasis.For example,in
Figure5, middle,k-meanshasincorrectlyassigneda singlecluster
to the combinationof the gold foil andpaper(T2) while grouping
thegoldandsilver foils into a separatecluster(T1).
Non-Negative Matrix Factorization: Anothermatrix decompo-
sition approachis Non-Negative Matrix Factorization(NMF) [Lee
andSeung2000]. Togetherwith similar algorithmssuchasProb-
abilistic LatentSemanticIndexing [Hofmann1999],NMF guaran-
teesthat both resultingfactorscontainonly non-negative values.
Onemotivation for this constraintis to encouragethealgorithmto
describetheinputdataasthesumof positiveparts, therebyproduc-
ing a moremeaningfulfactorization.In our experiments,however,
thecharacterof thedecompositionis sensitive to small changesin
thedata(including thosedueto measurementnoiseandmisalign-
ment), and the non-negativity constraintis not always enoughto
guaranteeaneditableseparation(seeFigure5, bottom).
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SACLS: l = 0:0, m= 0:0 (RMS=0.017)

SACLS: l = 5:0, m= 10:0 (RMS=0.020)

SACLS: l = 100:0, m= 10:0 (RMS=0.023)

T1 T2 T3 T4

Figure 6: Theblendingweightscomputedfrom the “Season's Greetings”
datasetusingSACLSwith different settingsof l and m. Increasingvalues
of l force thealgorithmto behavemore like clustering, tradingnumerical
accuracyfor a moremeaningfulseparation.

4.2 Our Method: Alternating Constrained Least Squares
Wehaveseenthatexistingmatrix factorizationmethodsdonot ful-
�l thethreeproperties(linearity, positivity, sparsity)neededto pro-
ducemeaningful,editabledecompositions.Wenow describeanew
suiteof algorithmsthat allow for these,while alsosupportingad-
ditionaldomain-speci�cconstraintssuchasenergy conservationin
theSVBRDFandmonotonicityof theBRDF (Section4.3).

Ouralgorithmis built uponef�cient numericalmethodsfor solv-
ing linearconstrainedleastsquares(LCLS) problemsof theform:

minimize
x2Rn

1
2

kb� Mxk2 subjectto l �
�

x
Ax

�
� u (2)

Then-elementvectorx is calledthevectorof unknowns, M is called
the least-squaresmatrix andb is the vectorof observations. The
vectorsu andl provide the upperandlower boundconstraints of
bothx andthelinearcombinationsencodedin thematrix A, called
thegeneral constraints. Thereareseveral algorithmsavailablefor
solving thesetypes of problems. We use an inertia-controlling
methodthatmaintainsaCholesky factorizationof thereducedHes-
sianof theobjective function [Gill et al. 1984]. We usean imple-
mentationof this algorithmfrom theNumericalAlgorithmsGroup
(NAG) library set,callednag-opt-lin-lsq [NAG 2005].

4.2.1 Non-Negative Factorization

As with NMF, we initialize W andH to containpositive random
values,andminimizeEquation1 by alternatelyupdatingthesetwo
matrices. This problemis known to be convex in eitherW or H
separately, but not simultaneouslyin both. As a consequence,we
will presentanalgorithmthat�nds a local minimumof Equation1.

Without lossof generality, we considerthe casewherebothV
andW arerow vectors(v � wH). We laterextendthediscussionto
considertheentirematrixW. For a �x edH, we updateour current
estimateof w by minimizing Equation1, subjectto the linearcon-
straintw � 0. To accomplishthis, we solve theLCLS problemin
Equation2, with M = HT , b = vT , andx = wT . To constrainthe
solutionto benon-negative,wesetl = 0 andu = ¥ .

We updatetheentirematrixW by computingtheabove solution
for eachof its rowsin turn. Similarly, wecantransposetheproblem,
takeW to betheleast-squaresmatrixM, andupdateourestimateof
H onecolumnat a time. By alternatingbetweenestimatingW and
H, we achieve a non-negative factorizationof the input matrix V.
Becauseweareguaranteednever to increaseEquation1 aftereither
update,thisalgorithm,whichwecall AlternatingConstrainedLeast
Squares(ACLS), is guaranteedto convergeto a localminimum.

Comparedto NMF, for which eachiterationrequiresonly a few
matrixmultiplications,eachiterationof ACLSisconsiderablymore
expensive. On theotherhand,eachiterationof ACLS resultsin a
greaterdecreasein errorandit convergeswith anorderof magni-
tudefeweriterations.In ourexperiments,wehavefoundtheoverall
computationtime for thesetwo algorithmsto becomparable.

4.2.2 Sparsity

A non-negativity constraintis frequentlynot enoughto provide an
intuitive parts-baseddecomposition.We introducea modi�cation
that considersthe sparsity of the solution, providing a continu-
oustradeoff betweennon-negative matrix factorizationandcluster-
ing. We have foundthis �e xibility to beeffective for decomposing
SVBRDFsexhibiting complex blendingof multiplematerials.

In orderto de�ne sparsity, considerthe SVBRDF factorization
shown in Figure2. A sparsedecompositionis onein which there
is a linearcombinationof relatively few basismaterialsateachsur-
facelocation. That is, eachrow of W hasfew non-zeroentries.
Althoughthereareseveralexpressionsthatquantifythisnotion,we
requireonethat leadsto a linear least-squaresproblem:it mustbe
quadraticin theelementsof therow. Therefore,wede�ne thespar-
sity penaltyfor a row w asthesumof thesquaresof all but oneof
thecoordinatesof w (i.e., å i6= j w2

i , wheretheselectionof j is dis-
cussedbelow). For a �x edH, wecancombinethissparsitypenalty,
weightedby aparameterl , with theapproximationerror(1),which
givesa new errorto beminimized:

kv� wHk2 + l å
i6= j

w2
i : (3)

Onepotentialproblemwith thisformulationis thatwecandecrease
theoverall error simply by decreasingthemagnitudeof all theel-
ementsof w. To addressthis, we introduceanadditionalsoft con-
straintthat the L1 norm of w shouldbe closeto unity. As before,
wecanaddthis penalty, weightedby theparameterm, to theerror:

kv� wHk2 + l å
i6= j

w2
i + m

�
1� å

i
wi

� 2
: (4)

Startingfrom Equation4, wecanwrite out thecorrespondingleast-
squaresmatrix andobservationvectorto beusedin Equation2:

b =
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B
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B
B
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@

— HT —

—
p

m:: :
p

m —

p
l : : :

p
l 0

p
l : : :

p
l

1

C
C
C
C
C
A

: (5)

The0 in thebottomrow of M will beat the j th position.
Puttingthingstogether, we estimatew by iteratingover thepos-

sible valuesof j (in practicethis correspondsto the rank of the
approximationandis small)andminimizing Equation4; we retain
thew thatcorrespondsto theselectionof j with thesmallesterror.
TheentirematrixW is estimatedonerow at a time in this fashion.
We alternatebetweenupdatingour estimateof W andH until the
error convergesto a local minimum. Assumingthat both W and
H areinitially insidethe feasibleregion, eachiterationcannotin-
creaseEquation4, sothisalgorithm,whichwecall SparseAlternat-
ing ConstrainedLeastSquares(SACLS),is guaranteedto converge.
This is a critical property, and one not sharedby someprevious
approachesto sparsefactorization(suchasthat of Hoyer [2002]),
which includeanormalizationstepthatcanincreaseerror.

The parameterl in�uences the sparsityof the factorization,
rangingfrom purematrix factorization(l = 0) to pureclustering
(l ! ¥ ). The parameterm, in contrast,determinesthe extent to
whichwe insistthatthesumof materialcontributionsateachloca-
tion is1. Wehavefoundthealgorithmto besomewhatlesssensitive
to theselectionof thisparameter. As with previouswork in low en-
tropy coding[OlshausenandField 2002],we de�ne both l andm
in unitsof thevariancein V. This providesmoreintuitive control
over thesevalues,but trial anderror is still requiredto determine
their appropriatesettings.Figure6 illustratesthe impactof differ-
entsettingsof l on thedecomposition.
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PrincipalComponentAnalysis(RMS=0.014)

Non-Negative Matrix Factorization(RMS=0.015)

k-meanswith Re-projection(RMS=0.029)

SACLS with l = 100:0,m= 800:0 (RMS=0.022)

Figure 7: Visual comparisonof the spatial blendingweightscomputedby
several linear factorizationalgorithmson the “Wood+Tape” dataset.Our
method(bottomrow)providescontrol oversparsityandguaranteesthecom-
ponentBRDFsarephysicallyplausible(energyconservingandreciprocal).
This aids in providing automaticseparation of the measured data into its
componentmaterialsandprovidesa �nal representationthat canbeedited
(Figure13).

4.3 Domain-Speci�c Constraints

One advantageof the ACLS algorithm is that it can be eas-
ily extendedto include additional linear constraintsbeyond non-
negativity andsparsity. In this section,we introduceseveraluseful
constraintsin thecontext of representingtheSVBRDFandBRDF,
includingenergy conservationandmonotonicity.

4.3.1 SVBRDF Constraints: Energy Conser vation

Whenfactoringthe SVBRDF, we canextendACLS to guarantee
that the basisBRDFsconserve energy. For convenience,suppose
thatH containsvaluesof theBRDFfor differentlight positionsand
asingleviewing direction(thesetechniquescanreadilybeextended
to multipleviewing directions).In thissimpli�ed case,wecancon-
straintheBRDFatthe j th row of H to conserveenergy by bounding
thesumof its values,eachweightedby thesolidangle:

å
i

H j i Dwi � 1: (6)

This constraint is incorporatedinto the ACLS framework by
�rst linearizing the matricesV and H into column vectors ṽ =
(V11 V12 : : :Vmn)T and h̃ = (H11 H12 : : :Hkm)T . From Equation2,
we setb = ṽ, x = h̃, andde�ne M andA asfollows:

M=

0

B
B
@

w11 0 � � � 0 w12 0 � � � 0
:
:
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C
C
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0

B
B
@

Dw1 � � �Dwm 0 � � � 0
:
:
:

0 � � � 0 Dw1 � � �Dwm

1

C
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A

Finally, we set the boundaryconstraints(i.e., l andu) to guaran-
tee that H is non-negative and the sumsencodedin the matrix A
lie between0 and1. By solving Equation2 underthesesubstitu-
tions,weguaranteethattheBRDFsencodedin H conserve energy.
With theaddedconstraintontheparameterizationof theBRDFthat
f d + p ! f d, wecanalsoguaranteereciprocity. To ourknowledge,
this is the�rst factorizationalgorithmthatguaranteesanSVBRDF
decompositioninto physicallyplausiblenon-parametricBRDFs.
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Figure 8: Accuracyof representingfour differentSVBRDFswith four pos-
sible linear decompositionalgorithms. For each dataset,the SACLS al-
gorithmprovidesa representationwith comparable numericalaccuracy to
existingdata-drivenapproaches.

Reciprocityand energy conservation constraintswere usedto
performmaterialseparationon all the samplesconsideredin this
paper. Figure7 shows our separationfor the Wood+Tapedataset.
This particularlychallengingSVBRDF consistsof a pieceof oak
partiallycoveredby semi-transparenttapeandretro-re�ective tape.
Note that the tapecompletelydisappearsat certain incident and
re�ected directions(Figure 13, left column). On this data,PCA
andNMF producedecompositionswith signi�cant mixing, while
clusteringimproperly groupsregions of the wood grain with the
tape(Figure 7). On the other hand,SACLS correctly separates
the SVBRDF into two different typesof wood grain, a tapelayer
smoothlyblendedover the wood, and two separatetermsfor the
retrore�ective materials.We have observedsimilarly intuitive ma-
terial separationresultsfor all the datasets.Moreover, this intu-
itive separationcomesat little or no decreasein thenumericalac-
curacy. Figure8 shows thecosine-weightedRMS error(de�ned as
thesquarerootof thesumof squareddifferencesbetweentheorig-
inal imagesandthereconstruction,weightedby cos(qi )) produced
by four decompositionalgorithms,for a rangeof different terms
(numberof materials).

4.3.2 BRDF Constraints: Value and Monotonicity

At the secondlevel in our tree-structureddecomposition(Tree2),
we factora tabular BRDF into thesumof terms,eacha productof
functionsof half- anddifference-angle.As with theSVBRDF, this
is equivalentto factoringa matrix (Figure3).

FactoringtheBRDF into multiple 2D termsusingstandardnon-
negative factorization(Section4.2)generallyyieldsfactorsthatare
arbitrarylinearcombinationswhosevaluesshouldnot beindepen-
dentlyedited.To addressthis,weallow for two typesof constraints
onthesefactors.First,wecanconstrainoneof thehalf-angleterms
in Figure3c to remainat a constantvaluewhile allowing the rest
of thefactorizationto updatenormally. This hastheeffect of sepa-
ratingtheBRDFinto a lobewith uniformqh dependence(typically
diffuse-like terms,thoughnotrestrictedto beperfectlyLambertian)
plusa lobewith arbitraryhalf-angledistribution(usuallyaspecular
lobe). In all cases,the dependenceon the differenceangleis re-
tained,allowing for Fresneleffectssuchascolor shifts, increased
specularre�ection, anda reduceddiffuseterm.

Additionally, we canconstrainthehalf-angledependenceof the
“specular”termto bemonotonicallydecreasingin qh, resultingin
morephysicallyplausiblehighlights. We constrainthe derivative
of fi to be negative at eachsample.Becausethis is a linear oper-
ator (e.g.,centraldifferences),it canbe directly encodedinto the
matrix A alongwith thesettingsl = � ¥ andu = 0 in Equation2.
Figure9 providesanexampleof usingbothvalueandmonotonicity
constraintsfor theshiny gold foil r 2 from Figures2 and3.
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Original BRDF

%

&

StandardNon-Negative Factorization
(RMS=0.133)

Value/MonotonicityConstraints
(RMS=0.164)

Figure 9: TheACLSalgorithm can be extendedto incorporate valueand
monotonicitycontraints. We factor a tabular BRDF (left) into the sumof
two terms. At top, we usebasicnon-negative factorization(Section4.2).
At bottom,the two termsare computedby constraining oneterm to have
uniformqh dependencewhile theotheris monotonicallydecreasingin qh.

4.4 Practical Considerations
To make thesefactorizationalgorithmspractical,thereareseveral
issueswe mustconsider. First, for mostreal-world data,the level
of con�denceof eachmeasurementis not uniform acrossthe in-
putmatrixV. For example,re�ectancemeasurementsfrom grazing
angleswill be lessaccuratethenthosefrom perpendicularangles.
Additionally, someregionsof thedomainarenotmeasured,produc-
ing “holes” in theinput. Wewould like to associatea “con�dence”
with eachvaluein thematrix in orderto allow scattereddatainter-
polationacrossmissingregionsin theinput. Second,becauseof the
high dimensionalityandresolutionof our datasets,thesizesof the
matriceswe factoroftenexceedthecapacityof mainmemory. Fi-
nally, to helpavoid incorrectlocalminimaweinitialize ACLSfrom
multiple startingpositions.

4.4.1 Missing Data and Con�dence Weighting

Weincorporateacon�dencematrixC into ourobjectivefunctionto
weightthecontribution of eachelementin V towardstheerror:

å
i j

�
Ci j

�
Vi j � (WH) i j

� � 2
: (7)

An elementwith acon�denceof 0 will havenoeffecton thefac-
torization,seamlesslyallowing for missingdata. We canincorpo-
rateC into any ACLS variantthrougha simplemodi�cation to the
least-squaresmatrix M andtheobservationvectorb in Equation2.
For convenience,considerestimatingasinglerow in W (denotedw)
for a �x edH accordingto thecorrespondingrows in V andC (de-
notedv andc respectively). Therelatedlinearconstrainedproblem
from Equation2 will have b j = c jv j andM jk = c jHk j . Note that
this reducesto standardACLSfor c j = 1. Figure10shows theper-
formanceof con�dence-weightedACLS on a controlledexample,
where50%of samplesof a BRDF areremoved.

In practice,we usethepush-pullalgorithm[Gortler et al. 1996]
with a Gaussiankernel to reconstructV from scattereddata. We
associatea con�dencewith eachmatrix cell that is proportionalto
its total weightat thetop-level of thereconstructionpyramid. The
con�denceof cells that correspondto incidentor re�ected direc-
tionsbelow thehorizonaresetto zero.Thechoiceof interpolation
methodwill affect the �nal output. We experimentedwith several
techniquesandfound the push-pullalgorithmto provide the best
trade-off betweenqualityandcomputationaleffort.

4.4.2 Subsampling for Large Datasets

Due to the high-dimensionalityof the datasetswe are interested
in factoring,V often exceedsmain memory. However, its rank is
signi�cantly smallerthentheresolutionof our measurements(i.e.,
k � m). Weexploit this rank-de�ciency by computinga basisfor a
subsetof thecompletedata(call thisV0). Weusewhichever variant
of ACLS is appropriateto compute:V0 � W0H. Becausewe dis-
cardedonly completerowsof V, thematrix H canbethoughtof as
anestimateof its basis.Theoriginaldatais projectedontoH using

(a) Original
Data

(b) Tabular
Representation

(c) Half of Data
Removed

(d) Confidence
Matrix

(h) Final
Reconstruction

(g) 20 Iterations (f) 5 Iterations (e) 1 Iteration

qh

f d

´4

Figure 10: Usinga measuredBRDFasinput(a) weconstructa datamatrix
indexedby qh and f d shownin (b). (Note: we showonly onesectionof
the completedata matrix by omitting variation in qd). For this test, we
removed50%of thedatavaluesto producethematrix in (c) andcompute
a con�dencematrix (d) where measuredvalueshavea con�denceof 1 and
missingvalueshavea con�denceof 0. Weshowthefactorizationcomputed
by con�dence-weightedACLSafter one(e) and �ve (f) iterations. After 20
iterations(g), weproducea matrix thatapproximatestheoriginal.

ACLS to estimateW while holding H �x ed. This procedurere-
quiresstoringonly onerow of V, onerow of W andthecompleteH
matrix in mainmemoryatany giventime. Wecansimilarly reduce
V by computinga factorizationover a subsetof thecolumns.

This strategy converges at leastas quickly as standardACLS
evenfor aggressive downsampling.If thesamplesizeis too small,
however, the basisof V0 will not accuratelyrepresentV, and the
errorwill increase.For thedatasetswe consider, thissituationonly
ariseswhenusinglessthan0:01%of theoriginalmatrix.

In practice,we reconstructthe SVBRDF datasetscontaining
isotropicmaterialsat anangularresolutionof 100� 30� 15 (qh �
qd � f d), while representinganisotropicdatasetswith a 64� 64
parabolicmap[Heidrich andSeidel1999] for the half-angleterm
at30� 15 differentpositionsof qd andf d respectively. Thespatial
resolutionof the samplesareapproximately5002. If we were to
representtheSVBRDFmatrixexplicitly, thiswouldrequire125GB
of memory for the isotropic case,and 5,149GB for anisotropic
samples.Instead,we rely on subsampling:we computeblending
weightsusing50columnsof theoriginalmatrixatqualitatively dif-
ferentpositions(i.e., specularhighlights,back-scattering,perpen-
dicularandgrazingangles),andreconstructfull resolutiontabular
BRDFsat100randomlyselectedpositions.

Thetop-level decompositiontakes� 2 hoursfor eachdatasetand
thoseat lower levelsin thetreerequire� 30 minutes.In our exper-
iments,theserunningtimesscalelinearlywith theinput.

4.4.3 Initialization of ACLS

While thesimpleststrategy for all ACLSvariantsis to initialize the
matricesW andH with randompositive values(subject,of course,
to any additionaldesiredconstraintssuchasmonotonicity),thefact
thatACLS performslocal minimizationleavesit susceptibleto lo-
cal minima. We have found that a morerobust strategy is to �rst
run k-meansclusteringwith a relatively largek (for example,20),
then initialize ACLS with a randomsubsetof the clustercenters.
For evengreaterrobustness,werepeattheACLSminimizationwith
many randomly-chosensubsetsof clustercenters,andtake asour
�nal result the one with smallesterror. In our experiments,this
strategy is robust in avoiding incorrectlocal minima, andamelio-
ratesthe undesirablelack of provableglobal convergence(shared
by all algorithmsconsideredhere,exceptPCA).

5 Normal and Tangent Estimation
For materialscontainingnormalvariationor (for anisotropicmate-
rials) variationin tangentdirection,we canaugmentour SVBRDF
decompositiontree with the addition of normal and/or tangent
maps.If botharepresent,weareeffectively estimatingafull rotated
coordinatesystemat eachspatial location, thus capturingeffects
similar to thoserecentlydemonstratedby Marschneret al. [2005].
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Figure 11: Normal and tangent maps. Left: We showN � L of the Dove
normal mapfor a near grazinglight direction. For tangent maps,we set
thehueof each pixel to bethetangentdirection.Notethat this directionis
unde�nedin regionswith isotropic re�ectance. Middle: original images.
Right: imagesrenderedusinga 3-termshadetreewith normalandtangent
maps(note:blendingweightsnotshown).

All theseeffectsarecapturedwith thefollowing tree,whichweuse
insteadof Tree1:

Tree3: S(u;v;wi ;wo; l )
#

Normal/tangentmapping
. # &

n(u;v) t(u;v) å
. &


 

. & . &

T1(u;v) r 1(wi ;wo; l ) T2 r 2

We estimatenormalandtangentdirectionsat eachspatialposi-
tion in threestages.First,we�t agenericBRDFwith ananisotropic
Gaussianspecularlobe(i.e., a WardBRDF) at eachlocation,with
the rotationanglesde�ning the coordinatesystemasfree param-
etersto the �t. Using theseinitial orientationestimates,we build
thematrixdescribedin theprevioussectionandcomputeits k-term
factorization.We thenre�ne our estimatesusingthis factorization,
againsolving for the best-�t normal and tangent. We can repeat
thesestepsuntil theoverall errorconverges,thoughin practicewe
foundthattwo iterationsaresuf�cient to accuratelyrecover the�ne
geometricsurfacedetail presentin our samplesandrequired� 10
hoursof total processingtime. Weshow the�nal normalmapsand
tangentmapsfor two datasetsin Figure11.

6 Results: Editing
The bene�t of obtaininga decompositionof the SVBRDF into a
meaningfulshadetreeis thatany leaf nodemay be independently
edited. In this section,we describeseveral possibleeditsat both
themateriallevel (alteringthespatialtextureof which component
materialappearswhere)andattheBRDFlevel (changingsalientas-
pectsof amaterial's re�ectanceusingourcurve-basedmodel).The
supplementaryvideoshows furtherreal-timeeditingresults.While
mostof theseeditsarestraightforwardgivenourintuitiveshadetree
representation,they are to our knowledgethe �rst demonstration
of non-parametriceditingof spatially-varyingmeasuredmaterials,
andwould not be easywith alternative matrix factorizationmeth-
ods,which do not provide a meaningfulseparationof materialsor
individual BRDFs.

6.1 SVBRDF Editing
Changing Spatial Distrib ution of Materials: Perhapsthemost
obviousedit is to changethespatialdistributionor “texture” of the
basismaterials.In Figures1 and12wehavechangedthetextureby
re-paintingtheblendingweightmaps.To achieve theedit shown in
Figure13, we �rst de�ne a transparency maskfor the tapeasthe

Figure 12: A key bene�t of our framework is that it supportsediting. Here
wechange thenormalmapandblendingweightsin theSeason's Greetings
shadetree: we retain the original BRDFs,but spell a slightly embossed
SIGGRAPH2B0ST0N6(compare to Figure4, top row).

Original Reconstruction RemovedTape
Figure 13: TheWood+Tapedatasetconsistsof a pieceof oakpartially cov-
eredby semi-transparent tapeandretrore�ective bicycletape. Left: Three
original images illustrate that the tapedisappears for someincidentand
re�ecteddirections,makingthis a challengingdatasetto separate into its
componentmaterials. Middle: Reconstructionprovided by a shadetree
with �ve terms,computedusing the ACLSalgorithm. Right: We edit the
weightmapsto remove thetape. Althoughour separation wasnot perfect,
theresultingeditsdisplayfew artifacts.

Original Metallic-Blue Nickel
Figure 14: An exampleof material transfer: oneof the subtreesof our
decompositionis completelyreplacedwith a different one. Here, we re-
placeoneof the componentBRDFswith several materialsfrom Matusik's
database[2003], while retainingspatialtexture andnormalmaps.

productof its blendingweightsanda user-setconstant.Our result-
ing shadetreecompositesthetapeover theadditionallayersusing
this mask. Becauseour separationwas not perfectfor this chal-
lengingcase,we manuallyrepairedsomeerror in thewoodblend-
ing weightsbelow the tape. We canalsointeractively re-position
thetape(shown in thesupplementalvideo)or remove it altogether.
This edit would not bepossibleusingthedecompositionsachieved
by alternative algorithms(Figures7 and18).
Changing or Combining Basis Materials: Figure 1 shows an
edit in which oneof thecomponentmaterialswasmadelessshiny
(usingtheBRDF curve editingtechniquesdiscussedbelow), while
thehueof theothermaterialwaschanged.A relatededit involves
completelyreplacingbasismaterialswith othermeasuredBRDFs.
In Figure14 we replacethemetallic-silver BRDF in theDovedata
with severalmeasuredBRDFsfrom theMatusik[2003]database.
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(a)Changingdiffusecolorby (b) Varyinghighlightshapeby (c) Smoothingnoisydataby (d) Desaturatingtowardgrazingby
editingsd(qd; l ) curve editing fs(wh) map editingss(qh) curve editingss(qd; l ) curve

Figure 15: Our systemallowsfor BRDFeditssimilar to thoseavailablewith parametricrepresentations,implementedby moving or warping the1D curves
and2D mapsde�nedin Tree2.

6.2 BRDF Editing
The BRDF editsavailableusingour representationincludemany
thathave becomefamiliar to usersof parametricmodels,but have
thusfarnotbeeneasyto performwith non-parametricBRDFs.Sev-
eralpossibilitiesareshown in Figure15:
a. The diffuse color is changedby editing the sd(qd; l ) curve.

Since this is representedin HSV space,it is easy to make
changesto theoverallcolorwhile maintainingany desaturation,
colorshift, or Fresneleffectspresentin theoriginal data.

b. Theshapeof thehighlight is representedby the fs(wh) map(or
the ss(qh) and rs(f h) curves if a decompositioninto 1D fac-
torshasbeenperformed).Warpingthis maintainstheshapeof
thehighlight while makingit narrower or wider, or varyingthe
amountof anisotropy.

c. One drawback of measureddatais that it containsnoisethat
maybedif�cult to removewhenusingpreviousnon-parametric
representations.Althoughour curve-basedmodelis faithful to
themeasureddata,we canremove noiseby smoothingthe1D
curves. In the �gure, we demonstratethis by smoothingthe
ss(qh) curve to remove somenoisein thespecularhighlight.

d. TheFresnelre�ection law predictsthatspecularhighlightswill
becomestrongerandlesssaturatedtowardsgrazingincidence.
We may introducesuchan effect, or exaggerateit, by editing
thess(qd; l ) curve.

Additional effects possible in our framework include changing
retrore�ective behavior (via thesd(qd) curve), simulatingthecolor
shift of gonio-apparentpaints(via the ss(qd; l ) curve), andintro-
ducingnonphotorealisticbehavior by quantizingthecurves.

7 Comparison to Anal ytic Models
OurACLSalgorithmwasdesignedto createmeaningfuldecompo-
sitionsinto non-parametricshadetreesthatcanbeedited.We have
comparedto previous matrix factorizationsalgorithmsthat do not
provide separationsuseful for editing—indeed,this wasnot their
designgoal. Previous methodsfor creatingintuitive decomposi-
tionsarethosethat�t a parametricBRDF modelat eachpoint, fol-
lowed by clusteringto give a usercontrol of individual materials
everywherethey appearon thesurface[Lenschet al. 2003]. In this
section,we compareto thesemethods,showing our higherqualita-
tive andquantitative accuracy.

For thesecomparisons,we usethe Ward BRDF model (asdid
Goldmanet al. [2005]). We usethe anisotropicversionandaug-
ment it for retro-re�ective materialswith a back-scatteringlobe
consistingof a Gaussianfunction of qd. While othermodelslike

Lafortunecanhave an arbitrarynumberof terms,it is dif�cult to
stably�t morethan2-3 lobes,andtheform of this modeldoesnot
representcomplex materialsandanisotropy well [Nganetal.2005].

SVBRDF Accuracy: Figure16shows a comparisonof ouralgo-
rithm andapproximatingtheSVBRDFasuniqueparametric�ts at
eachsurfaceposition,aswell asthe resultof clusteringthese�ts.
Dueto theinherent�e xibility of ournon-parametricrepresentation,
it introduceslesserror thanclusteringat any given term count. In
fact, with only 2 materials,we are more accuratethan �tting an
independentWardmodelto eachposition.

Becausethe RMS error is dominatedby large valuesof the
BRDF, arising from either shiny materialsor measurementsnear
grazingangles,it is importantto alsoprovide aqualitative compar-
ison asdonein Figure17. Note that the Ward modelis unableto
matchthe irregular shapedanisotropichighlight in the wallpaper
(the supplementalvideo containsadditionalcomparisons).In the
bottomof Figure17, it alsopoorly approximatestheshiny materi-
alsfor positionsoutsidetheirspecularhighlights.This is acommon
problemthatoccurswhentheerrorof theanalytic�t is dominated
by thelargevaluesof theBRDF nearspecularitiesandgrazingan-
gles. Becausewe representthe BRDF asa sampledfunction,our
shadetreeis �e xible enoughto matchthemeasuredappearanceof
thesedatasetsqualitatively betterthantheanalyticmodel.

SVBRDF Material Separationand Editability: We alsoevalu-
ateour approachin its ability to provide a �nal separationof ma-
terialsthat is suitablefor editing. We presentqualitative compar-
isonsof theseparationachievedusingour techniques,andparamet-
ric clustering,for two particularlychallengingcases.

The top rows of Figure18 show the separationof the Season's
Greetingsdatasetinto four blendingweightscomputedfrom clus-
teringWard �ts (top row), andusingour ACLS algorithm(second
row). Notethatclusteringtheparametersimproperlyassignsaclus-
terto thecombinationof thegoldfoil andwhitepaper(toprow, sec-
ondimage)in additionto incorrectlycombiningthegoldandsilver
foils into a singlecluster(top row, left). ACLS correctlyassociates
the four componentmaterialswith uniqueterms,providing a �nal
separationthatcanbeedited(Figure12).

Thebottompairof rows in Figure18show separationresultsfor
theWood+Tapedataset.In thiscase,theparametricapproachis un-
ableto recoverthetransparenttapelayer, asits re�ectanceis always
observed in combinationwith the underlyingwood. This results
in a separationthat incorrectlyassignsthesameclusterto regions
of the wood grain and the tape(secondto bottom,third column).
Ontheotherhand,ACLS(bottomrow) automaticallyseparatesthe
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Error Analysis: Season's Greetings

Ward (unclustered)
Ward + k-means

SACLS

Figure 16: Quantitativecomparisonof representinga measuredSVBRDF
usingtheWard BRDFandk-meansclusteringvs.our methodfor increasing
numberof clusters/terms.For reference, Figure 17 showsa visualcompar-
isonof thereconstructionsof thesemethodsfor differentnumbers of terms.

VisualComparison:Wallpaper#1

Ward Ward Original SACLS
Unclustered 2 Clusters Image 2 Terms
RMS=0.062 RMS=0.087 RMS=0.038

VisualComparison:Season's Greetings

Ward Ward Original SACLS
Unclustered 4 Clusters Image 4 Terms
RMS=0.375 RMS=0.432 RMS=0.291

Figure 17: Visual comparisonbetweenunclustered Ward model(�t inde-
pendentlyto each spatial location), clustered Ward �ts, original images,
andour method.Wealsolist theRMSvaluesshownin Figure16.

SVBRDF into two distinct typesof wood grain, a separatelayer
for thesemi-transparenttape,andseparatetermsfor thetwo colors
of theretrore�ective bicycle tape.This producesa shadetreewith
componentsappropriatefor renderingandediting(Figure13).
BRDF Accuracy: We comparethe accuracy of our decomposi-
tion of theBRDFinto 2- and1-D factorswith �tting theanisotropic
WardBRDF modelto theoriginal measurements.In Figure19,we
show both numericalandqualitative analysisof the error in using
thesetechniquesto represent(top) retrore�ective bicycle tapeand
(bottom)greenanisotropicwallpaper. Recallthattheoriginalmea-
surementsare rasterizedinto a uniformly spacedtable of values
organizedinto a matrix. This introduceserror into theapproxima-
tion, which is quanti�ed betweenthesecondandthird columnsin
Figure19. Furtherdecomposingthis tabular BRDF into 2D fac-
torsand1D curvesintroducesadditionalerror, asshown in thetwo
rightmostcolumns. Along the leftmost column, we show quali-
tative comparisonsand error numbersfor using the Ward BRDF
modelto approximatetheseoriginalmeasurements.The�x edform
of theparametricmodelleadsto higherqualitative andquantitative
error for somelight sourcesandviews. In particular, the analytic
modeloverestimatesthemagnitudeof theback-scatteringlobenear
qd = 0. Moreover, the preciseshapeof the anisotropichighlights
(for wallpaper)is notwell approximatedby anelliptical Gaussian.

Separationusingk-meansonWardParameters

SeparationusingACLS

Separationusingk-meansonWardParameters

SeparationusingACLS

Figure 18: Visual comparisonof the separation achieved by applyingk-
meansclusteringto the�ts of a Ward BRDFandthatcomputedbytheACLS
algorithm for two different datasets.We computedfour terms(resp. clus-
ters) for the(top two rows)“Season's Greetings”datasetand(bottomtwo
rows)the“Wood+Tape” dataset.For theACLSalgorithm,weweightedthe
sparsityandL1 normconstraintswith l = 100:0 andm= 10:0 for Season's
Greetings,andl = 100:0 andm= 800:0 for Wood+Tape.

8 Limitations
The approachin this paperis designedfor a variety of real-world
spatially-varyingmaterials.An importantassumption,however, is
that BRDFsareblendedlinearly over the surface,as in mostreal
materials.It is theoreticallypossiblefor the 6D SVBRDF to vary
smoothly, but not beeasilyexpressibleasa linear combinationof
basismaterialsor 4D BRDFs. In thesecases,alternative represen-
tationsmay be morecompactbut not editable,sincethis hasnot
beenaddressedby previous techniques.Anotherlimitation on this
work is thatwe mustbuild a regularly-sampleddatamatrix before
applyingour factorization.By contrast,methodssuchasnonlinear
parameter�tting, homomorphicfactorization,or radialbasisfunc-
tion interpolationoperatedirectlywith scatteredinputdata.In prac-
tice, our useof con�denceweightingandsubsampledreconstruc-
tion minimizesthe resamplingerror andadditionalcomputational
timeassociatedwith our useof regularly-sampledmatrices.

9 Conc lusions and Future Work
We have introduceda non-parametricInverse ShadeTree frame-
work for representing and editing measured spatially- and
directionally-dependentsurfaceappearance.The representationis
more accuratethan parametricmodels,more intuitive than other
non-parametricmethods,andwell-suitedfor interactive rendering
andediting.

As futurework, we would like to investigatealgorithmsthatau-
tomaticallyinfer thestructureof the treeaccordingto thedata,in-
cludingautomaticselectionof the numberof termsto useat each
decomposition.In addition,wemaysimultaneouslydecomposethe
samedatasetinto multiple trees,any of which may be editedde-
pendingon thedesiredchange.Anotherdirectionfor futurework
is to incorporateadditionalaspectsof re�ectancevariationsuchas
displacementmaps,sub-surfacescattering,or �ne geometricdetail
typically representedasBidirectionalTextureFunctions(BTFs).

Anotheravenueof futurework is relatedto theACLStechniques
wehaveproposed.Their �e xibility andprovablelocalconvergence
make them ideal candidatesfor a broadrangeof dimensionality

10
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Retrore�ective BicycleTape

WardFit Original Tabular 2D Factors 1D Factors
RMS=0.092 RMS=0.030RMS=0.039RMS=0.043

GreenAnisotropicWallpaper

Ward Original Tabular 2D Factors 1D Factors
RMS=0.044 RMS=0.027RMS=0.039RMS=0.041

Figure 19: Analysisof the error introducedby several levelsof our tree-
structured decompositionfor BRDFs,and comparisonwith Ward �ts. For
each material, the top andbottomrowsshowparabolic mapsof wh distri-
butionsat (qd = 15� ,f d = 90� ) and(qd = 45� , f d = 90� ) respectively.

reductionapplicationsin datamining andothermachinelearning
contexts. We wish to evaluatethe ef�ciency and noise-tolerance
propertiesof ACLS, andinvestigatetheimpactof varioustypesof
additionallinearconstraints.
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